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Abstract
Multilingual word embeddings are the elements of a vector space that
represents the meanings of words across different languages. The applications of the multilingual word embeddings are effective within the realm of
Natural Language Processing (NLP) including, but not limited to machine
translation, information retrieval, and dependency parsing.
In this thesis, we aim at evaluating multilingual word embeddings trained
on syntactic grammatical features provided by cross-lingually annotated
corpora. A presupposition is that the word embeddings capture more syntactic information of words than their semantic information. We address
to what extent word embeddings trained on syntactic features capture
semantic information in addition to syntactic information. Concerning
language choices, we conduct experiments on the following five different
Indo-European and Non-Indo-European languages including Chinese, English, German, Hebrew, and Italian. We evaluate the word embeddings
on a benchmark of word similarity, named entity recognition (NER) and
dependency parsing. The experimental results demonstrate that using crosslingually annotated corpora for training word embeddings can be useful in
capturing semantic and syntactic information. The combination of word
embeddings trained by two algorithms improves the semantic quality of
the word embeddings but shows limitations in their syntactic quality.
The multilingual word embedding approach based on cross-lingually
annotated corpora is useful for the following reasons. First, it is flexible
with a variety of algorithms as long as the algorithm can adjust to different
grammatical features. Second, the approach does not require any bilingual
dictionary or parallel corpus. Third, word embeddings are simple to train,
as the word embeddings of all languages can be obtained simultaneously.
However, one limitation of the approach is that the annotations of training
corpora can be expensive.
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1 Introduction
In recent years, there has been an immense interest in the methods that build
word embeddings from raw corpora. Such methods rely only on the order of word
occurrences in a sentence, but they ignore structural syntactic relations between
words. Syntactic representations of words allow us to structure a sentence based
on part of speech tags (POS tags), which can be helpful to enhance the generation
ability of word embedding models. According to Ling et al. (2015), syntax conveys
“what words go where”, while semantics conveys “what words go together”. For
example, in English, many words can go together with the word “the”, but mostly
nouns occur next to “the” (e.g., “the tiger”). The syntactic information provides
specific classes about a word and its adjacent words. This advantage is not
only in English but also in other languages. In French, a definite article (“le”
corresponds to “the”) is usually followed by a noun (e.g., “tigre” corresponds to
“tiger”). The syntactic annotations across different languages can, therefore, be
useful for observing inherent syntactic connections between words in multilingual
word embeddings.

1.1 Purpose
The main objective of this thesis is to explore how syntactic features of words
can be used for learning word embeddings across languages in a shared space.
We first jointly train multilingual vector space representations of words on crosslingually annotated corpora. The corpora are annotated across languages in a
consistent way. We explore different compositions of syntactic information by
including POS tags with and without syntactic structural relations. We examine
our composition with two different word embedding methods. One is based on
the skip-gram negative sampling (SGNS) algorithm, which is built on a neural
network. The other is based on the principal component analysis (PCA) of word
co-occurrence matrices. To further improve the quality of word embeddings, we
examine the relationship between the aforementioned methods in two ways. The
first is to concatenate the word embeddings from the two methods. The second
is to perform a canonical correlation analysis on the pairs of word embeddings
trained by each word embedding methods. In brief, we focus on answering the
following research questions in this thesis:
• Are annotated corpora more informative than raw corpora for learning
monolingual word embeddings?
• How well do multilingual word embeddings trained on cross-lingually
annotated corpora perform on NLP downstream tasks?
• Is the quality of multilingual word embeddings sensitive to their training
algorithm?
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The first question is about whether it is beneficial to replace word forms
with syntactic information of words. To answer the question, we compare word
embeddings trained on raw and annotated corpora and compare them based on
a benchmark of word similarity. The second research question is to determine
whether the annotated corpora are useful for learning multilingual word embeddings. To answer this question, we train monolingual and multilingual word
embeddings based on the annotated corpora and evaluate them on a collection of
word similarity datasets and a named entity recognition task, which measure the
semantic quality of the word embeddings. Then another set of evaluations is made
on the dependency parsing task, which is is a metric to measure the syntactic
properties of the word embeddings. Based on the third research question, we
explore possible ways to strengthen the quality of multilingual word embeddings.
More specifically, we discover whether the combination of two word embeddings
trained by different algorithms can result in more qualified word embeddings.

1.2 Outline
The thesis is organized as follows:
• In Chapter 2, we provide a technical background for generating vector
space representations of words. We start an introduction to vector space
representations of words in one language and then focus on the discussion
of cross-lingual representations. To prepare for our experiments, this chapter also includes cross-lingual annotation scheme and several evaluation
metrics.
• In Chapter 3, we discuss our approach for learning multilingual word
embeddings on the cross-lingually annotated corpora. This is organized by
introducing the definition of the context, discussing context annotations
and exploring possible ways of post-processing the word embeddings.
• In Chapter 4, we describe the data and tools in our experiments. First,
we introduce the language choices and the training data for learning word
embeddings. Then, we introduce two tools for building word embeddings.
• In Chapter 5, we report experimental results and answer our research
questions.
• In Chapter 6, we summarize our work and give suggestions for future work.
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2 Background
The aim of this chapter is providing an overview of the theoretical background
behind this thesis. In Section 2.1, we introduce the concept of word embeddings
and existing popular methods. The main reason to review the monolingual
models at the beginning is that these models inspire a majority of multilingual
word embedding approaches. In Section 2.2, we study the multilingual word
embedding methods. The main focus is on data requirements and algorithm
designs. As data compositions are key to our approach, we will introduce a
cross-lingual annotation scheme in Section 2.3. The introduction is based on
the Universal Dependencies, and we concentrate on the annotations of syntactic
characteristics and Dependency relations across languages. Section 2.4 is about
discussing several evaluation metrics and our considerations for using these
evaluations in the experiments.

2.1 Word Embeddings
Modeling word representations for computers has always been a challenge in
Natural Language Processing (NLP). One-hot encoding, which converts words
to binary numbers (0 or 1), is probably the simplest approach. After importing
each word into a vocabulary, we define a word as n-binary where n is the number
of words inside the vocabulary. Every bit is set to 0 except for the one at the
index representing the word in the vocabulary. For example, in the following
vocabulary V = two, doд, cat, three, f rance, enдland, two can be represented as
[1, 0, 0, 0, 0, 0] and france as [0, 0, 0, 0, 1, 0].
If we try to visualize these one-hot encodings, we could imagine a 6-dimensional
space, where each word occupies one of the dimensions and is independent with
the rest words. This means that two and three are as different as france and
cat, which is not as we expected. This basic approach also suffers from data
sparseness, as each word has a bad data ratio efficiency (number of 1 over the
number of 0). This solution is then not scalable to real-life data so a better
approach is required. The objective of word representations has become having
words with similar meanings in close spatial positions.
A word embedding method aims to achieve this goal by using continuous dense
vector representations. In this way, we can represent words in a linear space
where their position in the space is based on their semantics. Mathematically, the
angle between two vectors can be computed by cosine similarity (Clark, 2015).
The more similar the words are, the more their cosine similarity approaches to 1.
In contrast, the more different the words are, the more their cosine similarity
tends towards 0. Figure 2.1 displays how words can be encoded into vector spaces
through two different types of approaches.
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Figure 2.1: Two different approaches for representing words in vector spaces: one-hot
encoding (left), word embedding (right). Image comes from Lebret (2016).

Put briefly, word embeddings can be considered as feature learning techniques
converting words to numeral forms in a low-dimensional continuous space. The
existing approaches to generating word embeddings can be classified into two
groups: probability language models and neural language models, which will be
discussed below.

2.1.1 Probability Language Models
The probability language models originate from the distributional semantics. The
key idea of the distributional semantics holds in the distributional hypothesis:
words in similar distributions (or contexts) share similar meanings. Based on
this hypothesis, the probability language models focus on counting word cooccurrences from a statistical analysis aspect (Basirat, 2018; Lebret and Collobert,
2014; Pennington et al., 2014). The process for generating the probability language
models follows three steps: build a word co-occurrence matrix, transform the
matrix and reduce the matrix dimension.
1. Build a word co-occurrence matrix
A word co-occurrence matrix is a prerequisite for transforming word information into numbers. The matrix will have specific entities in rows and
columns. One type of the most classic entities in NLP is word form. In this
case, each cell in the matrix indicates how many times each word appears
with every given word in a corpus. A word co-occurrence matrix facilities
the links between entities in a corpus.
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2. Transform the matrix for reducing the dominance of high-frequency words
The word co-occurrence matrix gives the same weights to high-frequency
words and low-frequency words. In other words, each entity in a matrix
contains properties of a probability distribution. This leads to a drawback
that some high-frequency words (e.g. function words) appear to represent
more contextual information than the low-frequency ones (e.g., content
words). One direct solution can be logarithmic transformation function: each
entity w i, j with higher frequency than 0 is transformed by the logarithm
of itself to a base b, and in other cases, an entity is transformed to 0. A
subsequent transformation functions such as tf-idf (term frequency-inverse
document frequency), PPMI (positive pointwise mutual information) are
also commonly used.
3. Reduce the matrix dimension
To further reduce noise and sparseness, reduction techniques are applied.
Singular Value Decomposition (SVD) is one of the techniques. It factorizes
Í
the matrix M into three parts M = U V T . The factorization achieves to
cluster words around k topics. The rank-k matrix results in approximating
to M. An advanced extension is principal component analysis (PCA),
which aims at reducing dimension through normalization followed by
covariance matrix computations, eigenvalue decomposition or SVD. PCA
performs a linear transformation to a matrix, resulting in a new matrix
composed of reduced rows (or columns). The performed matrix consists of
no dimensionality but rank.

2.1.2 Neural Language Models
In recent years, language models trained on neural network architectures are
popular. In such a neural language model, word embedding is the projection
of word vectors as inputs into the first layer, the so-called embedding layer.
Generally, the objective behind a neural language model is to estimate the
probability distribution of a target word w t given a sequence of context words
ct :
P(w t |c t ) = so f tmax(score(w t , c t )))
(2.1)
where score amounts to the dot product of a word and its context.
The probabilistic neural language model proposed by Bengio et al. (2001) is
one of the classic neural language models. It consists of one hidden layer with
tanh activation and one output layer, so-called softmax layer. When modeling
natural language, one takes advantage of word order. A combination of words in
order are dependent on each other. The probabilistic approach encodes every
word in a vocabulary into a real-valued vector for learning a joint probability
function. The joint probability estimates the probability of a next word given
its proceeding words. A matrix with the size |V | × n is formed as n-dimensional
word vectors in a vocabulary V . Such a word vector in the matrix is supposed
to represent n different aspects of a word. The matrix serves as the hidden
layer of the neural network. The hidden layer uses a tanh activation function for
modelling word vectors. Word embeddings are trained in the process of training
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the neural network. The probabilistic approach is significant in the field of neural
language models. Different from its previous approaches, the probabilistic neural
language model learns word representations in a continuous space rather than in
a discrete space.
As Bengio et al. mentioned in their paper, one challenge for future studies
can be to reduce computational complexities of the neural language models.
The bottleneck comes from the softmax layer, which mainly leads to high
computational complexity (Bengio and Senecal, 2003). The language model
scales the entire vocabulary when computing the probability of each word in the
vocabulary. This procedure happens in the softmax layer.
Some proposed to use hierarchical softmax instead (Mikolov et al., 2011; Mnih
and Hinton, 2009; Morin and Bengio, 2005). According to Morin and Bengio,
a hierarchical language model achieves an exponential reduction of complexity
when training a neural language model. In such a model, unstructured vocabulary
is replaced by a structured binary tree. The binary tree forms a hierarchical
cluster of words in vocabulary. Each word can be seen as a leaf in a tree. There
is a unique path to track each word to root, and the path is used to estimate
the probability of the word represented by the leaf. In this way, each node in a
vocabulary is only binary decisions. Figure 2.2 displays an example of a binary
tree in the context of the hierarchical softmax. The nodes in the bottom layer
are words in vocabulary and the other nodes from the tree are inner units. An
example path from w 2 to the root is highlighted, where the length of the path is
4. However, the hierarchical softmax model heavily relies on a tree, which is the
underlying problem. Besides, finding a good tree is not easy.

Figure 2.2: An example of a binary tree for the hierarchical softmax model (Rong, 2014).

Alternatively, Collobert and Weston (2008) optimize a joint objective for
multiple NLP tasks. Apart from using unlabelled corpora for generating initial
word vectors, they also use labeled corpora to improve the generalizations of word
embeddings for the relevant tasks. The structure of their neural network consists
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of a lookup-table layer. The input words are converted into low-dimensional
vectors and can be easily searched through a lookup table. The resulting language
model shows its effectiveness in several tasks such as part-of-speech tagging,
named-entity-recognition (NER) and chunking. It is also worth to mention that
the language model takes a positive-negative approach. The two-class approach
(negative and positive datasets) draws the inspiration from the paper proposed
by Okanohara and Tsujii (2007). They take the real dataset as positive data and
randomly sample some negative data in contrast with the positive one.
When it comes to word embeddings, one can not skip introducing the paper
proposed by Mikolov, K. Chen, et al. (2013). They introduce two similar neural
network architectures, namely continuous-bag-of-words (CBOW) and continuous
skip-gram (SG). The CBOW is trained by predicting a word given its context
words, while the SG is trained by predicting several context words based on
a given word. The neural networks for achieving the two ideas are similar. As
shown in Figure 2.3, the CBOW uses both the n word before and after the target
word w(t) to predict the word, while SG uses the central word w(t) to predict
the surrounding words. Each neural network consists of three layers: an input
layer, projection layer (or hidden layer) and output layer.

Figure 2.3: Neural Network architectures of CBOW and SG (Mikolov, K. Chen, et al.,
2013).

Words in vocabulary are first encoded into one-hot representations that feed
into the input layer. Each one-hot representation is also called a neuron in the
neural network. If the vocabulary size is V , one input vector will be V-dimensional.
All the words in the vocabulary construct an input matrix, so the size of the input
matrix is V × V . Then multiplying an input vector with a randomly initialized
weight matrix amounts to simply selecting a row from the weight matrix (see
Figure 2.4). This brings us the distribution of the hidden layer. The matrix from
the hidden layer forms the word embeddings.
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Figure 2.4: Illustration of the projection matrix in the hidden layer.

Having to update every output word vectors for each word in a training
instance is very expensive. One intuition to solve this problem is to limit the
number of output word vectors to be updated in a training instance. To achieve
this, one elegant approach is negative sampling. The negative sampling approach
simply updates a sample of output word vectors per training instance. The
objective of NS is to minimize the log-likelihood of “negative pairs” in the sample
data while maximizing observed pairs of words and their related context words.
To sum up, we have introduced two families of language models for generating
word embeddings: probability language models and neural language models.
The two types of language models are similar in nature (Levy and Goldberg,
2014b). To create word embeddings, both methods use dimensionality reduction
techniques on the basis of a high-dimensional vector space in such a way that
contextual vector space of words is modeled. Models based on the neural network
are usually taken as a black box. A neural language model is actually an implicit
matrix factorization compared with a probability language model as an explicit
matrix factorization. The two methods are different from the two aspects: the way
of forming a contextual word vector and the techniques of applying dimension
reduction. The probability-based methods form a matrix of contextual word
vectors in vocabulary, and the dimension reduction techniques come after that.
The neural network-based methods form word vectors and dimension reduction
techniques simultaneously.

2.2 Multilingual Word Wmbeddings
In parallel with monolingual word embeddings, multilingual models aim at
representing words of different languages in one shared space. Multilingual word
embeddings allow us to compare word meanings across languages because words
across languages in similar meaning have similar vectors. Figure 2.5 shows the
alignment of English and Chinese word embeddings into one embedding space.
We need multilingual word embeddings as they can be applied to many different
fields such as machine translation (Brown et al., 1993), bilingual NER (Wang
et al., 2013), and multilingual document classification (Luong et al., 2015). They
are also useful for transfer learning, where the source language model trained
by one language can be directly transferred to another language (Duong et al.,
2015; Täckström et al., 2012; Yarowsky and Ngai, 2001).
In recent years, many approaches have been proposed. In this section, we
give a brief overview of existing multilingual word embedding approaches. In
brief, we mainly focus on two different families of approaches: mapping-based
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and pseudo-multilingual corpora-based methods, which will be discussed in the
following two sections.

Figure 2.5: Word embeddings after alignment into one shared space (Zou et al., 2013).

2.2.1 Mapping-based Methods
Mapping-based methods map monolingual vector spaces across languages into
one multilingual vector space. In this family of approaches, monolingual word
embeddings of different languages are first trained and then are mapped into
one shared space through a linear transformation. Different mapping methods
as one category that differ the approaches such as regression methods (Artetxe
et al., 2016; Mikolov, Quoc V., et al., 2013), orthogonal methods (Xing et al.,
2015), and canonical methods (Faruqui and Dyer, 2014b; Haghighi et al., 2008).
As the canonical methods are more associated with the approaches in the thesis
than the other methods, in the following discussion we will focus on the details
of word embeddings in this direction.
The canonical methods map the embeddings of both the source language and
the target language into one new space by maximizing their similarity. To achieve
the idea, one way is using Canonical Correlation Analysis (CCA), which is one
of the commonly used algorithms for mining data relations. Originally, CCA
extracts the linear relationship between multidimensional variables (Akaho, 2001;
Hotelling, 1936; Uurtio et al., 2017). The canonical in the canonical correlation
analysis is a statistical term for analyzing latent variables from observable
variables. The analysis computes the canonical correlation coefficient, which
measures the strength of association between two canonical variables. A canonical
variable is the weighted sum of the variables in the analysis. The applications of
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CCA in the context of word embeddings start from bilingual settings and then
extends to multilingual settings.
Faruqui and Dyer (2014b) employ canonical correlation analysis (CCA) to
build bilingual word embeddings. Their method requires a bilingual dictionary
in addition to several monolingual new corpora for English German, Spanish
and French. Monolingual word embeddings are first trained with corresponding
monolingual data. After that, a bilingual dictionary is used to projecting two
separate transformation matrices for a source language and a target language
separately. This works by a transformation function, resulting in the projected
source and target language matrix. The two projected matrices highlight the
fact that every word in the projected source language matrix has its translated
word in the other matrix. In this way, the transformation function handles
the chance when there is no translation of a word in a dictionary. Similar to
the original distributions, the projected matrices are formed in such a way
that an individual row represents a single word followed by its vectors. After
performing the transformation function, CCA estimates the correlation between
the projected source language vectors and its corresponding projected target
language vectors by:
cov(W s ,W t )
CCA(W s ,W t ) = arg max p
p
a,b
var (W s ) var (W t )

(2.2)

where a and b are weights for projecting a source and target language matrix
separately; W s refers to the projected source language matrix and W t refers to
the projected target language. Furthermore, as CCA sorts the correlation vectors
in descending order, they suggest using only the top 80% correlated word vectors
that will be likely to yield the highest performance.
Waleed et al. (2016) extend the CCA-based method from Faruqui and Dyer
(2014b) to multilingual settings for projecting 59 languages into a shared space.
Similarly, their MultiCCA method requires monolingual training data and pairwise parallel dictionary for a set of languages. The key idea to map three or
more languages into one vector space is setting one pivot language space and
then mapping every other language space into the pivot language one. The
MultiCCA method uses English word embedding space as a pivot and learns
two projection matrices for every other language with the English. In this way,
every other language word vectors are in the same space as English word vectors.
Consequently, all of them are in the same vector space.

2.2.2 Pseudo-multilingual Corpora-based Methods
Different from learning a mapping between the source and the target language,
another group of approaches builds multilingual word embeddings by concatenating words from different languages into one corpus, where a word in the source
language is randomly selected and converted with its translation. Instead of
requiring monolingual word embeddings before the mapping process, methods
in this line achieve the multilingual goal by simultaneously learning one vector
space of many languages from a concatenated corpus. Following the term given
by the paper Ruder et al. (2019), we will keep the name of the methods in this
group as the pseudo-multilingual corpora-based methods. The objective behind
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the pseudo-multilingual corpora-based methods is to predict a context in one
language and its translated contexts in all other languages at the same time. The
translation contexts can be based on several different sources of data including
parallel data, word alignments, sentence alignments or comparable data. Any
standard monolingual word embedding algorithm can be used for training in
multilingual settings.
Gouws and Søgaard (2015) apply a CBOW algorithm together with a bilingual
dictionary to proceeding bilingual word embeddings. Their inputs include a
source language corpus, a target language corpus, and a bilingual dictionary.
After feeding these inputs in the CBOW network, the language model performs
a binary classifier to decide whether to substitute the current word with its
translation or not. The substitution decision is set with a probability of 1/2. In
other words, it can be taken as tossing a coin in such a way that we have an
equal chance to substitute a word with its translation meanwhile we have an
equal chance to not do that. For one word, there would be k possible substitutes.
Once we decide to convert a word to its translated word, the situation appears
about which substitute to use. From the aspect of probability, each possible
substitute owns the chance of 1/2k. For example, the French word “maison” can
be translated into either “house” or “car”, so they decide on a translation with a
probability of 1/4. In the end, their method obtains a “hybrid” contexts with
each word surrounded by its contexts in different languages.
As we have discussed shortly, mapping-based methods are similar to pseudomultilingual corpora-based methods in the aspect of the objective. In practice,
methods based on pseudo-multilingual corpora are easy to train as long as there
is good quality alignment between the source and the target language. However,
the mapping-based methods are efficient to train as once the pre-trained word
embeddings are prepared the transformation matrix can be learned efficiently.
multilingual word embedding methods can also depend on compatibility between
certain features of words, such as POS tags or morphological features. To achieve
this idea, we need a scheme that will be discussed in the next section.

2.3 Universal Dependencies
Universal Dependencies (UD) is a framework which provides language-agnostic
syntactic annotations for more than eighty languages (Nivre et al., 2016). It
facilitates the studies on word embeddings using syntactic equivalence classes
such as POS tags. The UD annotation framework is built on the bases of Google
universal POS tags (Petrov et al., 2012), the Stanford Dependencies (Marneffe
et al., 2014, 2006), and the Interset interlingua for morphosyntactic tagsets
(Zeman, 2008). In the UD framework, word information is stated on the following
three levels:
• lemma
• part-of-speech tags
• morphological features
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A lemma represents the semantic information of a word in the canonical form.
For example, words like “jump”, “jumped” and “jumping” are in the same lexeme.
The lemmas of the UD come from language-specific dictionary or lexica. For
the agglutinative languages such as Turkish, Hungarian and Korean, the form is
usually with no inflectional affixes. In contrast, for the fusional languages such
as German, Spanish and Irish, the lemma is the form with inflectional affixes.
A part-of-speech tag denotes the abstract lexical class related to a word. The
universal POS tags (UPOS) are formed by uppercase English letters [A − Z ],
such as VERB, NOUN and DET. There are in total seventeen part-of-speech
tags, and more language-specific tags may be included for some languages.
A set of POS tags used in a corpus is called tagset. The tagset in different
languages share similar POS forms. Based on this observation, the universal
part-of-speech (UPOS) tagset is a set of coarse POS categories, which are
universal for different languages. The tagset has been demonstrated its efficacy
in the grammar induction task (Petrov et al., 2012). The morphological features
consist of morphological properties of a word. A word can have any number of
morphological features. For example, the word “incorporated” is with the form
of “Mood=Ind|Person=3|Tense=Past|VerbForm=Fin”.
There are 37 universal dependency relations used in the second version of the
UD treebanks. These relations are based on the prior work by Marneffe et al.
(2014). The dependency annotations of relations mainly hold two principles:
• Content words are given priority to direct dependency relations.
• Function words and punctuation, which usually serve as dependent words,
are connected to content words.
Our ideal experiment plans are to include all UD languages. However, due
to the lack of training data and limited evaluation resources, we choose five
representative languages concerning language typology. These languages are
supposed to represent the language variations and bring further insights to our
experimental results.

2.4 Evaluation Metrics
Multilingual models can be evaluated on a wide range of intrinsic and extrinsic
evaluation tasks that directly measure the properties of the models. In this thesis,
we choose one intrinsic evaluation, word similarity, and two extrinsic evaluations,
dependency parsing and named entity recognition in order to answer our research
questions.
Word similarity metrics have been widely used to evaluate what semantic
properties of word embeddings carry. Usually, there is a dictionary, where for
one word it includes the word in the first column, its similar word in the second
column and the scores between the two words in the third column. These scores
are usually judged and ranked by humans. A word similarity metric computes the
correlation of ranks between human annotations and cosine similarity between
the computed word vectors. Faruqui and Dyer (2014a) propose a tool to achieve
the performance of such a word similarity metric. The tool includes a collection
of English evaluation datasets, and each one of them contains word pairs and
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their similarity rankings. The function of the dataset is similar to the dictionary
as we have just mentioned. In brief, the tool gives us the correlation of the
similarity rankings and the cosine similarity between the word vectors. We use
the evaluation tool for word similarity evaluations.
Dependency parsing is about constructing a syntactic dependency tree for
a sentence. Each word in a sentence is connected to its “head” word with a
dependency relation. Words in a dependency parser are represented by word
embeddings. We use UDPipe (Straka et al., 2016) to perform dependency parsing
task of the study. UDPipe is a trainable pipeline for tokenization, part-ofspeech tagging (POS tagging) and dependency parsing given any CoNLLU-U
file. The parser in UDpipe is called Parsito (Nilsson et al., 2009), which is a
transition-based, non-projective dependency parser. Parsito uses FORM, UPOS,
FEATS, and DEPREL embeddings. Except for the FORM embedding that is
pre-computed by the word2vecf tool, the other word embeddings are initialized
randomly and updated during training (Straka and Straková, 2017).
Named entity recognition (NER) is a sub-task of information retrieval that
classifies words from a raw text into different categories such as names, locations,
organizations, etc. Nayak et al. (2016) provide a comprehensive evaluation of word
embeddings in several downstream tasks. One of their semantic evaluation tasks
is NER. They have built a neural network-based classifier and have computed F1
scores for NER. Though several measures exist with different problematic issues,
the F1 score is recognized as a standard measure in recent researches. We will
adopt their NER evaluation to evaluate our embeddings. The word embeddings
are taken as features for training NER system.
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3 Cross-lingually Annotated Word Embeddings
In this chapter, we introduce the notion of the arbitrary context and discuss its
distribution for the experiments. The analysis of arbitrary context including two
parts: contextual features ad context functions. (see Section 3.1). We discuss two
types of arbitrary contexts using the elements from the Universal Dependencies
in detail. In the next section 3.2, we will introduce the algorithms that support
the arbitrary context as inputs for word embeddings.

3.1 Word Embeddings with Arbitrary Contexts
Arbitrary contexts allow us to combine different information of a word itself and
its context words for word embeddings. The application of the arbitrary contexts
can be advantageous for the following two reasons. First, in the arbitrary contexts,
not only words but also grammatical features of words are taken into account.
The grammatical features include, for example, syntactic structure, morphology
or POS tags. Involving POS tags as elements will have a more direct impact on
the POS tagging tasks than using word forms alone. Second, different types of
relations can be included in the arbitrary contexts. In contrast to traditional
window-based contexts, the arbitrary contexts can include dependency relations
between words, which has been demonstrated to improve the final results of
the word embeddings (Levy and Goldberg, 2014a). In addition to that, the
dependency relations provide ways to connect words in a long-distance within a
sentence. This type of connection in the arbitrary context plays a relevant role
in building word embeddings.
After introducing a general idea of the arbitrary contexts, we need to make a
definition formally. The arbitrary contexts are usually a term in contrast to the
traditional contexts. To connect both types of contexts, we need to make a new
definition of a context. According to Basirat (2018), a context is a function to
connect words in a corpus. Context examples differ from two factors: context
function and contextual features. A context function determines how words are
mapped in a corpus. For example, we have the window-based context function
which assigns each word by its forward and backward neighbor words in certain
window size. As an alternative, the dependency context function assigns each
word by its dependency-related word. A contextual feature describes the words in
different formats such as word, POS tag or lemma. In practice, it is also possible
to combine different formats into a context generation.
Levy and Goldberg (2014a) use the dependency-based context function, but the
domain of context features (the word forms in their case) remains lexicalized. In
other words, their approach does not mark words as any grammatical properties.
For example, the context of the following words: “Shakespearean poems are
popular”, will be no different from the original word forms. Other properties of
words are ignored, for example, the word “Shakespearean” is an adjective while
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the word “poems” is a noun based on POS tags. In this thesis, we exclude the
word forms, and meanwhile, we include one type of the grammatical features of
words as contextual features, in particular, universal part-of-speech tags (UPOS).
From the aspect of the context function, we vary two types of context functions:
window-based and dependency-based context function. In the following, we will
explain our context construction in detail.

3.1.1 Contextual Features
We define the contextual features for our experiments as 1) a set of Universal
Dependency relations between a target word and its head, 2) part-of-speech tags
of every target word, and 3) the part-of-speech tags from the head word. We
combine 1), 2) and 3) into a joint feature formed as U POS × dependency × U POS.
Each separate feature is respectively U POS, dependency, U POS. The setting for
our context features is in line with the pre-trained word embedding settings
used for parsing in the work (Lhoneux et al., 2017). They demonstrate that
word embeddings are capable of improving dependency parsing tasks for many
languages. According to Basirat (2018), joint features are expected to generate
densely concentrated context vectors, as each vector is close to their mean vector;
separate feature compositions are likely to give sparse vectors.

3.1.2 Context Functions
We include two types of context functions, namely dependency-based (dependency) and window-based context function (window). The window-based context
function connects each word with its surrounding words in a k window size. The
k determines the number of forward and backward words to be included in a
context. With k = 3, the function connects each word with the last previous and
next closest three words as its contexts. In this way, this is usually known as the
symmetric window contexts. For the scalability reason, we only use a symmetric
window size of k = 1. The dependency-based context function connects each
word with its head word, which represents the dependency level of 1. Besides,
we do not include the dependencies between a word and its modifier. Figure 3.1
shows the example of dependency context in the sentence: “His father bought
some candies.”. The edges are dependency relations based on the Universal
Dependencies. Through the edges, each word is mapped into its head word,
where the direction of the edges starts from the head word to its modifier. For
example, the word “father” is a modifier of its head word “bought” in the nsubj
dependency relation.

Figure 3.1: Dependency context in the sentence: “His father bought some candies.”.
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3.1.3 Context Representations
In this subsection, we give an example how the context functions and contextual
features can be represented for the experiments. The example is based on the
sentence “His father bought some candies.” and includes six tokens. To build
contexts for this sentence, we need to obtain some information based on each
token. In the table 3.1 we have constructed information in a context format from
the original training data which is in CoNLLU format. This context format is
an example of using the principal word embedding (PWE) algorithm.
Id
1
2
3
4
5
6

Token
his
father
bought
some
candies
.

Pid
2
3
0
5
3
3

Features
PRON_nmod_NOUN, PRON, nmod, NOUN
NOUN_nsubj_VERB, NOUN, nsubj, VERB
VERB_root, VERB, root
DET_det_NOUN, DET, det, NOUN
NOUN_obj_VERB, NOUN, obj, VERB
PUNCT_punct_VERB, PUNCT, punct, VERB

Table 3.1: Contexts in PWE format (Sentence: His father bought some candies.). Pid refers
to the parent-id of the current token.

From the table, the first column refers to the index of a word in the sentence
followed by a lower-cased token in the second column; the third column denotes
the id of its head given the current word; the fourth column combines the
features of the tokens based on Universal Dependencies (see section 2.3). For
each token, its features contain two parts: joint features based on POS tags and
separate features. The joint features denote current word and its head word
in the POS tags, where both parts are linked by a dependency relation (e.g.,
“PRON_nmod_NOUN”). In the application of this idea, we use the symbol “_”
representing the link of each component. The separate features simply separate
each component from “_” (e.g., “PRON, nmod, NOUN”). The contents in the
table give the bases to build either a neighborhood context or a dependency
context as we have discussed in the previous section 3.1.
To build a context for each token, we have to proceed to multiple steps. The
first stage is to identify the id of the token (id=2 for the word “father”). Then
based on the type of context we want, we look at different ids: neighbor ids for
neighborhood contexts and head ids for dependency contexts. In the case of the
word “father”, the neighbor ids are 1 (“his”) and 3 (“bought”). As for the head
id, we search for the column “Pid”, and it is 3 in our case. Once we have the
ids required, we map the features of the corresponding ids as contexts to the
current word. The word “father” is associated to the neighborhood contexts 1
(PRON_nmod_NOUN, PRON, nmod, NOUN) and 3 (VERB_root, VERB,
root) and the dependency contexts 3 (VERB_root, VERB, root).

3.2 Our Approach
The input for training our word embeddings is annotated under the Universal
Dependencies scheme. The data required in our methods differs from previous
methods. To be minimalist, we use comparable data only and assume that
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cross-lingual annotations could help us achieve our goal. With the cross-lingual
annotations in mind, we apply three methods to training multilingual word
embeddings:
• Multilingual training on cross-lingual annotations: jointly learning multilingual word embeddings through concatenating cross-lingually annotated
datasets of different languages;
• Concatenations of word embeddings: simply leveraging word vectors trained
by two different types of models;
• Canonical correlation analysis of word embeddings: performing canonical
correlation analysis (CCA) before multilingual concatenations.

3.2.1 Multilingual Training on Cross-lingual Annotations
Generally, we focus on pseudo-multilingual corpora-based methods to learn
word embeddings by adopting one neural language model (word2vecf) and one
probability language model (PWE). The applications of the two models will
be introduced in details in Section 4.2. Our approaches are in line with the
group of literature research that has been reviewed in Section 2.2.2, where
word embeddings can be simultaneously learned from a concatenated corpus of
different languages. The only requirement to achieve this step is the availability
of different languages corpora annotated in the same manner. In this state, words
across languages are annotated between certain feature equivalence such as POS
tag equivalence. If two words in different languages share the same POS tags,
one is replaceable with the other.

word2vecf
Model
Chinese English German Hebrew Italian
Data
Data
Data
Data
Data

PWE
Model
Figure 3.2: Workflow of multilingual training.

Figure 3.2 illustrates the process of multilingual training. From the multilingual
training approach, we assume that words in different languages belong to the same
language. Words with similar contexts in a different language are similar to each
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other. This is facilitated by the multilingual annotations that annotate different
languages in a set of consistent classes, such as POS tags, lexical and grammatical
features of words. To do that, we encode the ISO language code for each language
in the training data. Specifically, we add the corresponding ISO code at the
beginning of each token such as “en_tree” in the case of English. Previous work in
this line has demonstrated the quality of joint models in bilingual or multilingual
tasks (Luong et al., 2015). Unlike the anterior approaches, ours differs from them
in multiple aspects. First, we only include multilingual annotated corpora rather
than parallel corpora. The latter one is not easy to find especially for low-resource
languages. Second, we include relatively wide variations in language typology,
whereas previous research stands in a similar language group, in particular, the
Indo-European languages (e.g., English, German, French, etc.).

3.2.2 Concatenations of Word Embeddings
Based on the pseudo-multilingual corpora-based approach, we leverage the multilingual word embeddings trained by word2vecf and PWE into a new concatenated
multilingual word embeddings. This attempt is to see whether concatenating two
different types of models is better than one single model, as different methods may
encode different information. This concatenation could, therefore, gain different
information from both models. Figure 3.3 shows the process of concatenations of
word embeddings.

word2vecf
Model
Chinese English German Hebrew Italian
Data
Data
Data
Data
Data

Concatenation

PWE
Model

Figure 3.3: Workflow of concatenations.

3.2.3 Canonical Correlation Analysis of Word Embeddings
Multilingual canonical correlation analysis (CCA) is another alternative after
multilingual training. We consider this approach to be advantageous: the two
types of word embeddings are linked through CCA rather than a simple concatenation as discussed in the section 2.2.1. CCA is preferable in analyzing the
strength of association between two multidimensional variables.
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word2vecf +
CCA

word2vecf
Model
Chinese English German Hebrew Italian
Data
Data
Data
Data
Data

CCA

PWE
Model

Concatenation

PWE +
CCA

Figure 3.4: Workflow of concatenations with CCA.

Figure 3.4 shows the process of CCA-based concatenations of word embeddings.
We modify the base bilingual word embedding model proposed by Faruqui and
Dyer (2014b) to accommodate more languages. Let M 1 and M 2 be two separate
multilingual word embedding spaces. A word in one matrix is translated to its
own in the other matrix. The correlation coefficient ρ:
cov(M 1 , M 2 )
ρ(M 1 , M 2 ) = p
p
var (M 1 ) (var (M 2 ))

(3.1)

where the numerator refers to the covariance of the two matrices, and the
denominator is the dot product of the variance of each matrix.
After computing CCA, we obtain two separate new word embeddings – new
word2vecf and new PWE. Both of the new embeddings are in the same space.
At this point, we either choose one as the final embedding for evaluations or
combine both. The later practice can be taken as a set of comparison to other
previous experiments that combine word2vecf and PWE embeddings without
CCA. Therefore, we will keep the two choices in later evaluations.

3.2.4 Summary
In summary, we have discussed three methods for training our word embeddings
in use of cross-lingual annotations. These three methods can be classified into
one family of pseudo-multilingual corpora-based methods. The learning process
is directed by the data requirements. The three methods in common use the
consistently annotated corpora across languages. The annotations include different feature equivalences of grammar. We construct monolingual corpora of
different languages into one concatenated corpus and then apply two different
types of monolingual algorithms. From the details of the algorithms, the three
methods are different in the following ways. The first method is directly applying
the process of the algorithms. The second method is based on the first one to
concatenate embeddings from the two algorithms into one double-dimensional
embedding. The third method is more advanced to the second one, as we apply
canonical correlation analysis (CCA) before concatenation to boost the quality
of our word embeddings.
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4 Experimental Setup
4.1 Data
Before introducing the datasets for training word embeddings, we first explain
our language choices. To maintain the diversity of languages, we consider five
experimental languages in particular: English (en), German (de), Italian (it),
Chinese (zh) and Hebrew (he). Specifically, English and German belong to the
Germanic family of Indo-European (IE) languages, Italian to Romance of IE,
Chinese to Sino-Tibetan family, and Hebrew to Afro-Asiatic family of Semitic
languages.
The experimental datasets for training word embeddings come from CoNNL
2017 shared task (Zeman et al., 2017). This shared task consists of two domains
of resources: Wikipedia and Common Crawl. We adopt the Wikipedia domain for
all five aforementioned languages. The datasets in this domain are automatically
annotated from raw corpora. To train with better quality data, we first perform
lower-casing to every word. Then either words or contexts occurring less than
100 times are filtered. The final unique tokens for each languages are listed in
the following Table 4.1.
Language
Unique tokens

en
342 103

de
304 150

it
141 388

zh
112 046

he
53 626

Table 4.1: Data statistics for training word embeddings after pre-processing.

The experimental datasets for word similarity evaluations vary across languages.
For English, we include all 13 evaluation datasets from the tool that has been
introduced in Section 2.4. Due to the current limitation of evaluation datasets
for other languages, we mainly focus on WS-353 and Simlex-999 (Hill et al.,
2015) for German and Italian (Leviant and Reichart, 2015), Hebrew (Mrkšić
et al., 2017), and Chinese (C.-Y. Chen and Ma, 2017, 2018). Compared with
WS-353, SimLex-999 is a new evaluation dataset. One difference between these
two datasets is that they give different scores for the related words. In Table 4.2
illustrates an example of two words “moon” and “planet”. Intuitively, the word
“moon” is not similar to “planet” (e.g. they have different properties, functions and
classifications), even though they are very related (e.g. moon belongs to planet).
The WS-353 dataset follows our intuition by giving this word pair relatively
low score of 3. In contrast, the other WS-353 gives very high score of 8, which
implies this word pair is very similar to each other. From this example, we are
informed that the SimLex-999 makes a distinction between similar words and
related words while there is no difference in the WS-353 dataset. Both datasets
are popular in the current research and represents some differences. We suppose
that including both of them for our experiments would support the objectiveness
of our results.
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Pairs
moon-planet

SimLex-999 rating
3

WS-353 rating
8.15

Table 4.2: One example comparison between SimLex-999 and WS-353.

4.2 Tools
Word2vecf is the first tool used in our experiments for training word embeddings.
Levy and Goldberg (2014a) extend word2vec to arbitrary context settings, where
each word is connected by its dependency words and corresponding relations.
They give the extension version of the word2vec as word2vecf. Their focus
of the arbitrary contexts is on the dependency relations between a word and
its head word, possible modifiers. They demonstrate that their dependencybased word embeddings are advantageous from capturing functional similarity
over topical similarity (Levy and Goldberg, 2014a). In this thesis, we evaluate
dependency-based word embeddings in other languages than English, in order to
see whether dependency-based contexts are universally useful for every languages.
In addition to using multiple languages, we evaluate word2vecf with different
types of context. Therefore, we use word2vecf tool with different types of contexts
and more languages.
To compare different types of word embedding methods supporting arbitrary
contexts, we select principal word embeddings (PWE) proposed by Basirat (2018)
as another tool. Being different from word2vecf, PWE is based on distributional
semantic word embeddings. English word embeddings trained by PWE have
competitive performance in both accuracy and efficiency. However there is a
lack of test with other languages. To fulfill this gap, we train PWE on the five
languages mentioned in Section 4.1 associated with different context settings.
In a nutshell, both of the above tools support arbitrary contexts in different
ways. Including both is interesting for us to look at their performances in the
aspects of similarities and the differences.

4.3 Training Setup
In order to avoid any possible bias introduced by the parameters from the two
models mentioned in the above section, we first set them in the same dimension
as 50. As mentioned in Section 4.1, we ignore all words with less than 100
frequency in the corpus. The window size is 1 and dependency level is 1.
When training monolingual word embeddings with word2vecf, we set the
following parameters. The training algorithm is skip-gram negative sampling, so
negative sampling is used in the training. The negative sampling parameter is 15,
which specifies 15 negative words to be taken out for each word. The exponent is
set to 0.75 the same as the original word2vec paper (Mikolov, Sutskever, et al.,
2013). The function of the exponent is to shape the distribution of the negative
sampling. The number of iterations is 10.
When training monolingual word embeddings with PWE, we configure the
frequency and hellinger to perform PCA. The frequency means the type of
feature selection is based on frequency. The maximum entropy comes from the
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class of the probability distribution, which specifies the type of transformation
function to choose the feature with the highest entropy. The maximum amount
of memory used for speeding up matrix access is set as 4.
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5 Experimental Results
This chapter presents our experimental results to answer our research questions.
First, we report the results in the monolingual settings, which are varied with
different types of contexts and algorithms. Then, we evaluate the multilingual
word embeddings trained on cross-lingually annotated comparable corpora. The
objective is to explore whether our annotated corpora work for word embeddings in the intrinsic and extrinsic tasks and observe whether jointly training
multilingual word embeddings in use of the annotated corpora can induce good
vectors.

5.1 Word Similarity
In this section we discuss the semantic quality of the syntactically annotated
contexts. Comparing word forms, the annotations in our experiments include
POS tags with dependency-based or window-based relations.

5.1.1 Monolingual Models
We conduct a set of experiments to explore to what extent the syntactically
annotated corpora are useful for inducing word vectors. Based on the annotated
corpora, we combine UPOS with UDEPS as the contextual features, which
have been discussed in Section 3.1. This feature combination is compared with
the following two combinations: word forms only and a combination of UPOS,
UDEPS, and morphology. Then we compare the different context functions
including dependency-based and window-based context function. In the last part
of this subsection, we compare the two different algorithms. The monolingual
word embeddings are trained on the English language by word2vecf and PWE.
The evaluations result in the correlations between human ranks and the distances
of word vectors. As there is only one type of contextual feature in our settings,
for simplicity we will refer to our contexts based on the two different types of
the context functions, which can be either as the dependency-based contexts or
window-based contexts.
Figure 5.1 shows the correlations with respect to different contextual features.
The word embeddings are trained with the word2vecf tool on English. To begin
with, our syntactically informed context, which is based on a combination of
UPOS and UDEPS (U POS + U DEPS), is less informative than the word forms
regardless of context functions (see Figure 5.1(a)). Similarly, the importance of the
word forms has been discovered by Kanerva et al. (2017). They claimed that word
forms provide more information than a joint combination of UPOS tags, UDEPS,
and word-based morphology (U POS + U DEPS + Morph). As the morphological
properties of words are encoded in the contexts, they name their context as the
delexicalized context. Comparing our syntactic context with their delexicalized
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context, we observe that in 11 out of 13 evaluation datasets our context provides
better performances than the delexicalized one. The results in Figure 5.1(b) prove
that using syntactic information only could gain more semantic information than
using delexicalized information. In other words, including morphological features
is not necessarily required for the word similarity tasks. The reason may be that
English is not as morphologically rich as the commonly known morphologically
rich languages such as Turkish and that morphological information may disturb
the importance of POS tags.
word form
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Figure 5.1: Word similarity results of monolingual models: comparison of different feature
combinations.
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Figure 5.2 shows the correlations obtained from English word vectors with
respects to different context functions and algorithms. The comparison between
the dependency-based and window-based context function has been discussed
by Kiela and Clark (2014). They observed that the window-based methods
outperform the dependency-based methods when the training data is large
enough and is constructed in smaller window size (3 compared with 5, 7 and
9 in their paper). Part of our results confirms their claim in the specific case
of word2vecf. In our case, the window size is 1 instead, which is even smaller
than the window sizes in their experiments. In contrast to the claim made for
word2vecf, in the PWE the dependency-based context outperforms the windowbased context. In more than half datasets, PWE shows better results when it
was trained with the dependency-based relations than with the window-based
relations. However, the advantages of using one type of context function in PWE
is not as clear as in word2vecf. Comparing the two algorithms, PWE shows better
performance than word2vecf regardless of the context function. The advantage
of the PWE is evident in the dependency-based contexts, where it shows higher
results than the word2vecf in 11 out of 13 datasets.
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Figure 5.2: Word similarity results: comparison of different context functions and training
algorithms.

The above observations highlight the importance of feature and context function selections for monolingual word embeddings. Put briefly, word forms provide
better performances than a combination of UPOS and UDEPS, and the latter
type is better than a three-feature collection of UDEPS, UPOS and morphological
features of words. Regarding the effects of the context functions, we observe that
the model choices affect the actual performances. Specifically, word2vecf prefers
the window-based context function, while PWE is more likely to work better with
dependency-based context function. All in all, our syntactic context compositions
for learning word vectors obtain competitive results among the current researches.
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Comparing with Kanerva et al., we achieve better word similarity results even
though our word vectors are trained by less training datasets in the Wikipedia
domain rather than in the both Wikipedia and Common Crawl domains. The
promising performances in the monolingual settings, which are obtained by our
context constructions, advance further research of keeping the same contexts for
many other languages than English. In the following section, we will evaluate
our context compositions in the multilingual settings of five different languages.

5.1.2 Multilingual Models
This section is to evaluate the semantic quality of the multilingual word embeddings in comparison with the corresponding monolingual ones. Inspired by
Luong et al. (2015), we consider monolingual semantic quality when evaluating
multilingual word embeddings. The evaluations involve a collection of multilingual and monolingual word embeddings in the same window-based contexts.
Table 5.1, 5.2, 5.3, 5.4, 5.5 and 5.5 include the results in this direction. The
evaluation results in the tables can be discussed based on the following categories:
1) monolingual quality of the multilingual word embeddings; 2) comparison by
the training algorithms; 3) comparison by the languages.
For the word2vecf, the monolingual quality of the multilingual word embeddings is close to the monolingual performance in English, German and Hebrew,
which can be seen from the differences between each monolingual and its corresponding multilingual model. If we explore the identified correlation results
of English, the multilingual model is better in three datasets. For instance, in
the MC-30, the multilingual model achieves 50.56 and the difference with the
monolingual is around 4 points. In the SimLex-999, the multilingual model is
about 2 points higher than the monolingual one. Though in the other 10 datasets,
the monolingually trained model shows better performance, the performances
are similar in such datasets as MEN, YP-30 and SimVerb-3500. The German
word embedding in the multilingual settings shows better performances than
the monolingually trained model in three out of four datasets. Except in the
WS-353-SIM where the multilingual word2vecf model results in a slightly low
correlation than the monolingual word2vecf model, the multilingual model is
better in all the other comparisons. For example, in the WS-353 dataset, the
monolingual word2vecf results in 7.32 while the multilingual word2vecf achieves
14.19. For Italian, there are clear drops when we multilingually train Italian
with the other languages. The only exception appears in the evaluation of the
related words where the multilingual model is more than one point better than
the monolingual setting. For Chinese, using cross-lingually annotated corpora
to train Chinese word embeddings seem not working well. In all the datasets,
the multilingual Chinese model gains negative numbers. As there is only one
evaluation dataset for Hebrew, the results tend to inform us that multilingual
ly trained Hebrew model could work. There is 1.83 point improvement in the
word2vecf trained model. If we explore the results of PWE in detail, there are 5
datasets of English where the multilingual PWE is better than the monolingual
PWE. Similar to word2vecf, in the following two English datasets: MTurk-287
and SimLex-999, the multilingual models have better results than the monolingual models. The results between the two settings of English are very similar,
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and the maximum difference occurs in the WS-353-SIM at about 2.97. The
German word embeddings in the multilingual PWE model do not achieve better
performances than the corresponding monolingual model. The differences for
German can range from 2 points to 4 points. The similar cases as German show
in Chinese and Hebrew, though the drop for Hebrew is not a big difference (0.18).
For the Italian PWE, the monolingual model is better on the whole, while the
multilingual model shows some improvements in capturing word similarity in
the WS-353-SIM dataset in particular.
The multilingual PWE shows comparable results with the multilingual word2vecf
in the aspect of the English word embeddings. Specifically, the PWE algorithm
shows its strength in the collection of WS-353 datasets, and it also shows better
performance in associating the meaning of verbs, where the PWE model achieves
23.16 correlation compared with 18.38 from the corresponding word2vecf model
in the Verb-143 dataset. From the evaluations of the other four languages, the
multilingual PWE models are always better than the multilingual word2vecf
models. The differences are especially evident in the comparison of Chinese
word embeddings, where the PWE model is at least 10 points better than the
word2vecf model.
Comparing the five different languages, we aim at determining the inherent
correlations among them for training word embeddings of different languages on
the cross-lingually annotated corpora. For English, the cross-lingual annotations
bring a positive effect in different datasets, such as word similarity, word relatedness and word similarity of verbs only. The reason could be English involves the
most training data among the experimental languages, which has been introduced
in Section 4.1. For German, there is also a positive effect when training on the
multilingual model. As both English and German belong to the Germanic branch
of the Indo-European languages, we further conclude that the evaluations of
English are useful for similar languages. For Chinese and Italian, including the
annotations of other languages is not successful for capturing word meanings
regardless of the algorithms. The results for Hebrew are different from the use of
the algorithms. When we use the word2vecf to Hebrew, the multilingual settings
could help the word similarly results. However, if we apply the PWE to Hebrew,
the performances of the two models are quite similar, which may indicate that
Hebrew does not have a strong association with the other four languages.
To sum up, the results in this section confirm that using cross-lingually
annotated corpora for learning multilingual word embeddings gives a promising
performance. In addition to the usefulness of the cross-lingual annotations, using
two different algorithms displays different performances. The PWE shows overall
better performances than the word2vecf in the five experimental languages.
Cross-lingual annotations between two similar languages (English and German
in our case) provide positive results and similar trends, while the cases of other
more different languages could vary based on the languages.
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Model
Dataset
WS-353
WS-353-SIM
WS-353-REL
MC-30
RG-65
Rare-Word
MEN
MTurk-287
MTurk-771
YP-130
SimLex-999
Verb-143
SimVerb-3500

mono
31.45
47.19
18.02
46.6
45.4
18.05
31.79
39.04
24.08
14.34
13.99
19.77
8.98

word2vecf
multi
29.49
44.11
15.56
50.65
42.44
17.49
31.57
40.36
23.27
13.87
15.23
18.38
8.83

diff
-1.96
-3.08
-2.46
4.05
-2.96
-0.56
-0.22
1.32
-0.81
-0.47
1.24
-1.39
-0.15

mono
34.92
50.83
19.48
52.12
39.2
20.5
30.37
37.11
26.12
15.99
14.18
23.58
7.62

PWE
multi
33.15
47.86
19.4
50.56
41.23
17.82
29.21
38.19
25.26
18.11
14.86
23.16
8.09

diff
-1.77
-2.97
-0.08
-1.56
2.03
-2.68
-1.16
1.08
-0.86
2.12
0.68
-0.42
0.47

Table 5.1: Word similarity results of monolingual and multilingual models in English.

Model
Dataset
WS-353
WS-353-SIM
WS-353-REL
SimLex-999

mono
7.32
18.39
9.88
7.32

word2vecf
multi
14.19
18.06
14.09
9.28

diff
6.87
-0.33
4.21
1.96

mono
23.16
28
20.21
11.67

PWE
multi
19.68
24.1
17.34
9.49

diff
-3.48
-3.9
-2.87
-2.18

Table 5.2: Word similarity results of monolingual and multilingual models in German.

Model
Dataset
WS-353
WS-353-SIM
WS-353-REL
SimLex-999

mono
10.26
22.11
6.05
2.78

word2vecf
multi
6.94
10.28
7.28
-6.58

diff
-3.32
-11.83
1.23
-9.36

mono
19.32
30.88
14.51
6.66

PWE
multi
18.64
32.93
11.87
3.21

diff
-0.68
2.05
-2.64
-3.45

Table 5.3: Word similarity results of monolingual and multilingual models in Italian.

Model
Dataset
WS-353
WS-353-SIM
WS-353-REL
SimLex-999
MEN
MTurk-287

mono
18.58
18.99
15.28
11.58
12.95
26.7

word2vecf
multi
-4.6
1.08
-4.85
-2.38
-6.84
2.32

diff
-23.18
-17.91
-20.13
-13.96
-19.79
-24.38

mono
24.23
25.82
17.65
18.35
24.96
31.12

PWE
multi
12.28
14.44
6.23
15.32
17.09
28.76

diff
-11.95
-11.38
-11.42
-3.03
-7.87
-2.36

Table 5.4: Word similarity results of monolingual and multilingual models in Chinese.
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Model
Dataset
SimLex-999

mono
1

word2vecf
multi
diff
2.83
1.83

mono
8.2

PWE
multi
8.02

diff
-0.18

Table 5.5: Word similarity results of monolingual and multilingual models in Hebrew.

5.1.3 Concatenated Multilingual Models
This section is to evaluate the concatenated multilingual models with or without
canonical correlation analysis (CCA). After jointly training multilingual word
embeddings by word2vecf and PWE separately, we found out a big performance
variation exists between different languages. It may be easy to conclude that one
model is better than the other. Nevertheless, we can not affirm whether the best
model covers all the information from the other one. Based on this observation,
we considered that concatenating word vectors from two resources into a single
word embedding may encode more information for the new word embeddings.
Table 5.6 draws a comparison between our multilingual word embeddings with
and without concatenation operations.
Unfortunately, simple concatenations (concat) rarely prove to leverage more
information either from two dependency-based models or from two window-based
models. This statement is made from the first three columns under each context
group of models, where the concatenations do not perform higher results than the
better single model. Though the concatenation may not be able to increase the
word information, it could help compensate the lower performances occurred in
one model. Specifically, for Italian in the window-based context, the concatenated
model results in 18.61 in the WS-353 dataset while only using word2vecf gives
6.94 in the same dataset.
It is possible to improve the performances by performing canonical correlation
analysis with concatenations (CCA +concat). For English, the CCA-based models
that are trained by the dependency-based contexts gain the best scores in
9 out of 13 datasets. One advantage occurs in the relatedness dataset (WS353-REL), where the second best result is 22.28 compared with 24.33 from
the CCA-based model in the dependency-based contexts. For German, the
CCA-based dependency models perform best in all evaluations. For Italian,
the models with CCA result in the best scores in the collection of WS-353
evaluation datasets. The maximum improvement can reach around 4 points
compared with the corresponding second best results. Although CCA proves
its accuracy for the three Indo-European languages, it shows limited effects
on the other two languages. Chinese remains a more difficult language. CCA
with concatenation has a positive impact only with the MTurk-287 dataset.
For Hebrew, the CCA + concat achieves the best result in the dependency-based
context only.
To conclude, the concatenation without CCA does not work well to improve
the semantic quality of the multilingual word embeddings, though it could help
compensate the lower performances occurred in one model. The concatenation
with CCA shows its strength in the Indo-European languages in particular.
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Multi Models
WS-353
WS-353-SIM
WS-353-REL
MC-30
RG-65
Rare-Word
MEN
MTurk-287
MTurk-771
YP-130
SimLex-999
Verb-143
SimVerb-3500

Window-based contexts
word2vecf PWE concat CCA+concat
29.49
33.15
30.2
31.91
44.11
47.86 44.74
45.09
15.56
19.4
16.41
19.77
50.65
50.56 50.05
47.89
42.44
41.23 43.63
45.8
17.49
17.82 17.43
20.61
31.57
29.21 31.67
31.91
40.36
38.19 40.33
39.25
23.27
25.26 23.51
29.63
13.87
18.11 14.29
17.46
15.23
14.86 15.43
15.62
18.38
23.16 19.79
24.09
8.83
8.09
8.82
8.68

Dependency-based contexts
word2vecf PWE concat CCA+concat
30.75
32.86 31.21
35.59
42.49
49.17 43.41
49.7
22.14
19.39 22.28
24.33
52.63
55.37 52.54
53.25
44.56
36.75 44.55
44.28
12.27
13.75 12.87
15.32
30.03
31.99 30.48
35
44.44
38.62 44.24
45.29
21.7
24.29 22.05
28.06
17.76
23.78
18.2
19.08
9.58
9.93
9.69
11.19
19.29
17.71 19.05
20.35
7.34
4.3
7.19
5.39

(a) Correlation of English

Multi Models
WS-353
WS-353-SIM
WS-353-REL
SimLex-999

Window-based contexts
word2vecf PWE concat CCA+concat
14.19
19.68 14.27
19.04
18.06
24.1
17.68
22.16
14.09
17.34 13.94
17.96
9.28
9.49
9.63
8.87

Dependency-based contexts
word2vecf PWE concat CCA+concat
6.15
10.22
5.52
12.09
10.83
11.72
9.22
16.21
5.79
8.78
4.64
8.82
4.82
10.19
5.6
10.26

(b) Correlation of German

Multi Models
WS-353
WS-353-SIM
WS-353-REL
SimLex-999

Window-based contexts
word2vecf PWE concat CCA+concat
6.94
18.64 18.61
18.66
10.28
32.93 32.94
34.2
7.28
11.87 11.88
12.85
-6.58
3.21
3.13
-0.95

Dependency-based contexts
word2vecf PWE concat CCA+concat
17.27
19.83 17.63
23.78
25.44
35.72 26.63
37.47
15.31
13.29 15.14
18.24
-3.9
2.69
-3.24
-0.31

(c) Correlation of Italian

Multi Models
WS-353
WS-353-SIM
WS-353-REL
SimLex-999
MEN
MTurk-287

Window-based contexts
word2vecf PWE concat CCA+concat
-4.6
12.28 12.28
7.68
1.08
14.44
14.5
10.61
-4.85
6.23
6.25
2.55
-2.38
15.32 15.29
11.85
-6.84
17.09 17.06
11.6
2.32
28.76 28.87
24.81

Dependency-based contexts
word2vecf PWE concat CCA+concat
-4.6
14.22 14.25
10.53
1.08
19.04 19.17
17.29
-4.85
5.87
5.82
2.88
-2.38
13.57 13.58
10.09
-6.84
16.21 16.19
11.42
2.32
29.22
29.3
31.28

(d) Correlation of Chinese

Multi Models
SimLex-999

Window-based contexts
word2vecf PWE concat CCA+concat
2.83
8.02
8.02
7.25

Dependency-based contexts
word2vecf PWE concat CCA+concat
2.83
4.36
4.36
5.75

(e) Correlation of Hebrew

Table 5.6: Word similarity results of multilingual word embeddings with and without
concatenations in five languages.

5.2 Named Entity Recognition
This section is about evaluating the word embeddings in the named entity
recognition (NER) models. The evaluations are supposed to provide further
insights about the semantic quality of the word embeddings.
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5.2.1 Monolingual Models
To further answer the research question 1 about the monolingual quality of
the syntax-based word embeddings, we evaluate the English word embeddings
in the aspect of semantic quality. Table 5.7 shows the accuracy of the NER
models trained by different context functions and algorithms. For each model,
we propose the accuracy in the fixed and fine-tuned threshold. The difference
lies in whether the NER model proceeds with backpropagation or not. If the
answer is yes, the NER model backpropagates the word embeddings in such a
way that these embeddings can be fine-tuned for a specific task. The settings
that allow backpropagation are called fine-tuned. On the contrary, the settings
without backpropagation refer to fixed. Excluding the backpropagation into the
embeddings allows us to measure syntactic or semantic information inherently
existing in the embeddings. .
The window-based models are slightly better than the dependency-based
models regardless of the algorithms and the thresholds. From the fixed threshold
of the word2vecf, the window-based model shows 95.93 accuracy while the
dependency-based model gives 95.09 accuracy. Similarly, the PWE models in the
window-based and dependency-based contexts result in the accuracy of 95.49 and
95.17 separately. Regarding the comparison by the algorithms, the word2vecf
shows its advantages in the window-based contexts while the PWE works better
than the word2vecf in the dependency-based contexts. The differences are very
small at about 0.30. The fine-tuned NER models always result in better scores
than the fixed NER models. For example, the fixed PWE in the window-based
contexts produces 95.49 compared to 96.71 in the fine-tuning settings.
Briefly, the window-based word embeddings are more meaningful than the
dependency-based ones for the NER tasks. In the window-based contexts, PWE
works better while in the dependency-based contexts, word2vecf shows better
performances.
Mono NER
Fixed
Fine-tuned

Window-based
word2vecf
95.93
97.14

contexts
PWE
95.49
96.71

Dependency-based contexts
word2vecf
PWE
95.09
95.17
96.95
96.85

Table 5.7: Accuracy of the NER models trained with monolingual word embeddings on
English.

5.2.2 Multilingual Models
When it comes to the quality of the multilingual NER models, we adapt the
multilingual word embeddings to the NER models. Table 5.8 shows the results of
the NER models trained with the window-based multilingual word embeddings.
Comparing the two different algorithms, word2vecf is slightly better than PWE
in either fixed or fine-tuned threshold. The model with the concatenation (concat)
improves around 0.6 scores compared with the PWE model in the fixed settings.
The CCA-based model further improves the accuracy to 96.31 in the fixed
settings and 96.67 in the fine-tuned settings. Compared with the fixed results,
the fine-tuned results are always better. However, the differences become smaller
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as the improvement of the NER models. This can be seen between the word2vecf
trained models the difference is 1.26 while between CCA + concat models the
difference reduces to 0.36.
Multi NER
Fixed
Fine-tuned

word2vecf
95.63
96.89

Window-based contexts
PWE concat CCA+concat
95.43
96.02
96.31
96.81
96.15
96.67

Table 5.8: Accuracy of the NER models trained with multilingual word embeddings in the
window-based contexts.

Table 5.9 shows the results of the NER models trained with dependency-based
multilingual word embeddings. Similar in the condition of the window-based
contexts, the word2vecf model is always better than the PWE model regardless
of the thresholds. The concat model results in better scores than the other two
models without concatenation in the fixed threshold. The CCA + concat model
continues to be the best model among all other ones. The fine-tuned settings are
more accurate to the fixed settings for the NER tasks.
Multi NER
Fixed
Fine-tuned

Dependency-based contexts
word2vecf PWE concat CCA+concat
95.43
95
96.02
96.19
96.81
96.7
95.97
96.2

Table 5.9: Accuracy of the NER models trained with multilingual word embeddings in the
dependency-based contexts.

If we combine the above two tables, the window-based models work better
than the corresponding dependency-based models. The CC + concat models are
always better than the other models and fine-tuned settings are always better
than the fixed settings. The robustness of the word2vecf model is not affected by
the context types.

5.3 Dependency Parsing
In this section, we evaluate the syntactic quality of the word embeddings in the
downstream task of multilingual dependency parsing. Each parser is multilingually trained with five experimental languages together so that the languages
share the parameters of the parser. Table 5.10 and Table 5.11 show the labeled
attachment scores (LAS) obtained from UDPipe (Straka et al., 2016) on the
development set of the UD treebanks v2.4. The parsers are trained by the concatenation of the UD training corpora. For each language, the data for training
and testing is from the same treebank. To compare the performance of the parsers
with and without the word embeddings, we also train the baseline parsers for
each language. The baselines are trained with the same settings as the other
parsers but exclude any of our pre-trained word embeddings. The parsers, which
are combined with different types of contexts, different algorithms, and different
concatenation functions are measured in the parsing tasks.
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For clarity purposes, we interpret the results based on the following considerations: 1) if joint training on the multilingual corpora useful in capturing
syntactic information; 2) if using one context function work better than the
other; 3) if leveraging two different algorithms trained in the same contexts help
the syntactic tasks; 4) if we can use the parsing evaluation of English to inform
other languages, which can be advantageous in reducing the load of evaluation
work. Based on these above interests, we discuss our results as follows.
Table 5.10 illustrates the LAS scores of the parser trained with the windowbased multilingual word embeddings. Comparing the algorithms, the PWE-based
parser works better than word2vecf-based parser regardless of the languages.
The results in Hebrew for example, are 76.58 and 81.03 from the word2vecf and
PWE model separately. Though the concat parser improves about 4 scores of
each language, it is not better than the other two models without concatenations.
The concatenation with CCA is better than that without CCA but the effect
of concatenations on the parsers is very limited. Specifically, for all the five
languages, we did not find any best result from the CCA + concat parser.
Multi parser
Baseline
word2vecf
PWE
concat
CCA+concat

Window-based contexts
en_ewt de_gsd it_isdt
79.87
78.78
83.14
83.74
82.35
86.74
85.14
83.59
87.76
83.97
83.2
86.75
83.66
82.94
87.03

zh_gsd
71.78
76.74
77.75
76.44
77.11

he_htb
76.58
81.03
83.31
81.7
82.05

Table 5.10: Accuracy of the multilingual parsers trained by UDPipe with different windowbased multilingual word embeddings in both gold tokenization and tagging
(train data and evaluation data of the parsers from UD v2.4 ).

Table 5.11 shows the LAS scores of the parsers trained with different dependencybased multilingual word embeddings. Similar to the case in the window-based
contexts, PWE is always better than word2vecf regardless of the languages. The
differences can range from 1 percent to 2 percent. The evident advantage of
the PWE trained parser occurs in the Hebrew, where the word2vecf trained
parser shows 81.03 compared with 83.31 in the PWE trained one. Leveraging
two algorithms does not improve the accuracy compared with the better score
based on each algorithm. The CCA + concat seems not helpful to the dependency
parsing downstream tasks.
Multi parser
Baseline
word2vecf
PWE
concat
CCA+concat

Dependency-based contexts
en_ewt de_gsd it_isdt
79.87
78.78
83.14
84.11
82.55
86.67
85.55
83.38
87.6
83.75
83.03
86.71
84.02
82.79
86.59

zh_gsd
71.78
77.45
78
77.32
77.1

he_htb
76.58
82.57
82.72
81.75
81.18

Table 5.11: Accuracy of the multilingual parsers trained by UDPipe with different
dependency-based multilingual word embeddings in both gold tokenization and
tagging (train data and evaluation data of the parsers from UD v2.4 ).
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If we compare the above two tables, the window-based contexts are slightly
better than the dependency-based contexts for all languages except English.
Concatenations with or without CCA fail to improve parsing accuracy. The
PWE-based multilingual parsers produce the best scores regardless of the context
functions and languages.

5.4 Discussion
We have evaluated the multilingual word embeddings trained with different
contexts and algorithms based on three sets of evaluation tasks: word similarity,
named entity recognition and dependency parsing.
The first set of word similarity results reports the semantic quality of the
word embeddings in different settings. We highlight the following observations.
The contextual features play an important role in capturing meaning of words.
Comparing three different contextual feature compositions, we find that the
composition of UPOS and UDEPS is more informative than another composition
of UPOS, UDEPS and word-based morphology, whereas we have to note that
word forms are the most informative contextual features. In addition to the
contextual features, we also evaluate the effect of context functions on the word
similarity tasks. We conclude that the better context function depends on the
use of word embedding algorithms, and in our case, the window-based context
function is preferred by word2vecf while the dependency-based context function
is preferred by PWE in the monolingual settings of English word embeddings.
With monolingual quality in mind, we further evaluate our multilingual word
embeddings for each language in the word similarity tasks. Here we conduct two
sets of comparisons including the quality of cross-lingually annotated corpora
used in the multilingual word embeddings and the effect of concatenations of
word embeddings. The former comparison is carried out by comparing the multilingual word embeddings with the corresponding monolingual word embeddings.
The results demonstrate that the multilingual word embeddings trained with
cross-lingually annotated corpora result in promising performance especially for
English, German and Hebrew. In the latter comparison of the concatenations, the
concatenations with canonical correlation analysis (CCA) work better than those
without CCA. The concatenations are sensitive to the quality of the algorithms.
In other words, concatenation of a low-quality algorithm may disturb the other
algorithm and thus reduce the final results. The strength of CCA presents in
such Indo-European languages as English in particular, which may be because
the original English word embeddings are in decent quality so that CCA can
improve “positive” correlation.
The second set of evaluations is about the semantic downstream tasks of named
entity recognition (NER). Due to the availability of the datasets, we evaluate
the NER models in English only. Figure 5.3 provides our main findings. CCA
with concatenation gives the best accuracy regardless of the contexts. Besides,
the window-based contexts are more meaningful than the dependency-based
contexts.
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window

dependency

97

NER accuracy

96

95

94
multi_word2vecf

multi_PWE

concat

CCA+concat

Figure 5.3: Accuracy of named entity recognition (NER) models trained with different
multilingual word embeddings on English.

The last set of evaluations are carried out in the multilingual dependency
parsing tasks. We integrate our multilingual word embeddings into the UDPipebased parser. One of the two general findings is that the parsers trained with
principal word embeddings (PWE) result in the best accuracy among all the
word embeddings. Training a parser with the multilingual word embeddings is
expected to improve 4 to 6 accuracy depending on the languages. It is interesting
to note that the highest improvements occur in the language with the lowest
training data of word embeddings (Hebrew and Chinese in our case). If we
further plot the dependency parsing evaluations, we can compare by function
effects on parsing English as shown in Figure 5.4. The dependency-based contexts
are better than the window-based contexts in most cases, which are actually a
contrast observation from the NER evaluations.
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en+window

en+dependency

86
85
84

LAS

83
82
81
80
79
Baseline

multi_word2vecf

multi_PWE

concat

CCA+concat

Figure 5.4: Accuracy of multilingual parsers trained with different word embeddings on
English.
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6 Conclusion
We have focused on employing arbitrary contexts for learning multilingual word
embeddings. We have compared different context types constructed on Universal
Dependencies for learning both monolingual and multilingual word embeddings.
There is no clear answer to the best context composition because the optimal
choice depends on the actual languages and purposes. We also find that the
syntactic context, which combines part-of-speech tags (UPOS) and dependency
relations (UDEPS), is more informative than the delexicalized arbitrary context,
which contains UPOS, UDEPS and morphological information of words.
We jointly train multilingual word embeddings based on two existing word
embedding methods, word2vec (Mikolov, K. Chen, et al., 2013) and PWE
(Basirat, 2018). In addition, we propose to concatenate pairs of word embeddings
associated with a word by each of the word embedding methods in two ways.
One is to concatenate the embeddings, and the other is to concatenate them
after performing canonical correlation analysis. That way we determine whether
leveraging the outputs from two types of algorithms could give a better model.
Our main findings are:
1. The word embeddings based on multilingual training result in comparable
monolingual quality in the aspect of word similarity.
2. The simple concatenation produces little improvement in the semantic and
syntactic information of word embeddings.
3. The concatenation with canonical correlation analysis (CCA) has positive
effects on semantic quality of the word embeddings but demonstrates
weakness in syntactic tasks.
In sum, we provide an insight into training multilingual word embeddings
through the utilization of syntactically consistent annotations.
For future work, we are interested in applying more languages to jointly
training multilingual word embeddings. Indeed, we have focused on a set of
Indo-European languages and non-Indo-European languages, whose similarity
are inherently different from each other in terms of typology. We think it would
be of interest to experiment with more languages in each language familiy in
order to yield stronger insight about our proposed approach. Additionally, it
would be interesting to explore a combination of different syntactic features
and semantic features of words for learning multilingual word embeddings. The
parameters such as window size and dependency level can be further investigated
as well. As we are aware that one algorithm does not universally work well
for all languages, one interest could be error analysis of the algorithm in the
downstream tasks.
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