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Abstract

We have examined the effect of using con-

tinuous and binary word-vectors on the

task of dependency paring. The word-

vectors are extracted by a Restricted Boltz-

mann Machine.The evaluation of the pars-

ing model on section 23 of WSJ results in

the unlabelled attachment score of 90.42
and labelled attachment score of 88.20.

The numerical results show that both types

of word-vectors are informative for depen-

dency parsing.

1 Introduction

Greedy transition-based dependency parsing is ap-

pealing thanks to its efficiency, deriving a parse

tree for a sentence in linear time using a feature-

based discriminative classifier (Yamada and Mat-

sumoto, 2003; Nivre, 2004). Although higher

accuracy can normally be achieved using beam

search and structured prediction (Zhang and Clark,

2008; Huang and Sagae, 2010; Zhang and Nivre,

2011), recent research has shown that greedy

parsers can be more accurate than traditionally

assumed, thanks to techniques like dynamic or-

acles (Goldberg and Nivre, 2012; Goldberg and

Nivre, 2013), dynamic parsing strategies (Sartorio

et al., 2013), and neural network classifiers using

dense continuous feature representations (Chen

and Manning, 2014).

In this research, we explore the use of contin-

uous and binary feature representations obtained

by a restricted Boltzmann machine (RBM) in

greedy transition-based dependency parsing. We

use MaltParser with linear classifiers and a stan-

dard feature model as our baseline system. The

RBM has been reproduced from the model pro-

posed by Dahl et al. (2012). The RBM is able to

generate two vectors for each word in a sentence,

a position independent real-valued word vector

Figure 1: Restricted Boltzmann Machine

that captures the syntactic similarities between all

words in the language and a binary vector that en-

codes the syntactic environment of the word and

its surroundings in a sentence.

We first demonstrate how the RBM is trained

and then go on to show that additional improve-

ments can be obtained by adding feature vectors

obtained from RBM. Sec. 2 is an introduction to

Restricted Boltzmann Machine. Sec. 3 outlines

the RBM used for encoding the word observations.

Finally, Sec. 4 presents the numerical results ob-

tained from the RBM in the task of dependency

parsing.

2 Restricted Boltzmann Machine

A restricted Boltzmann machine (RBM) is a bi-

partite undirected graph that can be interpreted as

a Markov Random Field or a Neural Network (see

Fig. 1). In terms of neural networks, it consists of

two layers, called visible layer and hidden layer.

The visible layer corresponds to the components

of an observation and the hidden layer, which is

also called feature detector layer, captures the de-

pendencies between the elements of the observa-

tions.

RBM is developed for several types of obser-

vation data, including integer, real-valued and bi-

nary. Here we only describe RBM with binary ob-

servation data since all our experiments are based

on them. An RBM with binary observation data

consists of V = (V1, . . . , Vm) visible units and



H = (H1, . . . ,Hn) hidden units, where the ran-

dom variables Vj and Hi take the values in {0, 1}.

Each visible unit Vj j ∈ {1 . . . m} is connected

to hidden units Hi i ∈ {1 . . . n} with a weight

wij ∈ R. Visible and hidden units are augmented

with real valued biases bj ∈ R and ci ∈ R.

The joint distribution probability for each con-

figuration (v,h) ∈ (V,H) has the Gibbs distribu-

tion p(v,h) = 1
Z
e−E(v,h), where E is an energy

function defined as:

E(v,h) = −
n∑

i=1

m∑

j=1

hiwijvj−
m∑

j=1

bjvj−
n∑

i=1

cihi

(1)

and Z is a normalizing factor as below:

Z =
∑

v∈V

∑

h∈H

e−E(v,h) (2)

The absence of connections between the units

in the same layer (i.e., two hidden or visible units)

makes the hidden units independent from each

other given the state of the visible units and vice

versa. This yields conditional distributions:

p(v | h) =

m∏

j=1

p(vj | h) (3)

and

p(h | v) =
n∏

i=1

p(hi | v) (4)

The conditional probability of a single variable be-

ing one is p(vj = 1 | h) = σ(bj +
∑n

i=1wijhi)
and p(hi = 1 | v) = σ(ci +

∑m
j=1wijvj), where

σ(x) = 1
1+e−x .

The marginal distribution of an observation vec-

tor v in an RBM is p(v) =
∑

h
p(v,h). Using

gradient ascent on the log-likelihood of an obser-

vation vector v we get:

∂ lnL(θ | v)

∂θ
=

∂ ln p(v | θ)

∂θ
=

−
∑

h

p(h | v)
∂E(v,h)

∂θ
+
∑

v,h

p(v,h)
∂E(v,h)

∂θ

(5)

where θ is the unknown parameters of RBM to be

learned.

The derivative of the log-likelihood with respect

to the weight wi,j is

∂ lnL(θ | v)

∂wi,j

= p(hi = 1 | v)vj −
∑

v

p(v)p(hi = 1 | v)vj

(6)

Taking the empirical mean of this derivative over

all observations in the training set S = {v1 . . . vl}
we get:

1

l

∑

v∈S

∂ lnL(θ | v)

∂wi,j

∝ 〈vihj〉data − 〈vihj〉model (7)

where 〈vihj〉data and 〈vihj〉model are the nota-

tion used for the expected value of the product

hivj under the conditional distribution of hidden

variables given the training examples and under

the model distribution. The bias parameters bj and

ci are also estimated in a similar way.

The first expectation can be estimated in a

straightforward way. The only thing one need to

do is to feed the observation to the visible layer

and update the hidden states. Given the pairs of

observation and hidden states, then 〈vihj〉data is

the
∑

v∈S(vihj)/|S|.

The second expectation, however, is intractable

because for each observation one need to take a

sum over all possible hidden states which growth

exponentially in the number of hidden units. The

common solution for this problem is to approxi-

mate the second expectation using a Monte Carlo

Markov Chain (MCMC) with a one-step Gibbs

sampling. For each observation v one needs to up-

date the hidden states and then reconstruct the con-

fabulation vector v
′ from the hidden states. The

hidden states are then updates given the confab-

ulation v
′. The expectation is finally taken over

the confabulation v
′ and a new state of the hidden

units which is obtained from the v
′.

3 RBM for Word Observations

Training an RBM with word observations needs

lots of computational resources specially when the

observations are k-ary word windows represented

as ’one-hot’ vectors. In ’one-hot’ representation

each word is represented as a unit binary vector in

an n dimensional vector space whose dimensions

correspond to the words. For k-ary observations



Figure 2: Network model for word observations

the vectors associated with k adjacent words in a

context are stacked to build a large and sparse vec-

tor with nk elements, where nk − k elements are

zero and only k elements are one.

Despite the huge size of the ’one-hot’ vector

space the fact that k-ary observations are sparse

vectors makes it easy to compute the first expec-

tation in Eq. 7. For the second expectation how-

ever there is no guarantee that the confabulation is

a sparse vector. All the nk elements of the con-

fabulation can be in the state 1 with the certain

probability shown in Eq. 3.

Dahl et al. (2012) proposed a solution to this

problem in which instead of sampling a confabu-

lation vector from hidden states within the Markov

chain, the Metropolis-Hastings (M-H) is used to

build the confabulation from the original obser-

vation v. In addition, in order to learn position-

independent word vectors, they replaced the obser-

vation vector v in the energy function Eq. 1 with

a low dimensional linear projection of the one-hot

word representation. This projection was carried

out by a projection matrix D whose columns were

dense real-valued word vectors. Given D, each

of the ’one-hot’ word vectors in the visible layer,

ei i = 1, 2, . . . k, are projected to their correspond-

ing vectors vi = Dei. Then the real-valued word

vectors vi i = 1, 2, . . . k are stacked to form a sin-

gle vector that will in turn be multiplied to the

RBM weight matrix to form the binary values in

the hidden layer. Fig. 2 outlines the network archi-

tecture. Using the network for the task of chunk-

ing, Dahl et al. (2012) could obtain an accuracy of

94.44 on the data from CoNLL-2000 shared task.

The result was 0.65 higher than their baseline.

We reproduce the RBM with slight changes in

the network parameters. Next section presents the

numerical results we obtained on the task of de-

pendency parsing using the RBM word vectors.

4 Experimental Results

We have trained the RBM on the English Giga-

word corpus which contains a set of newswire text

that is collected from variety of sources. First we

did some preprocessing on the corpus. Stanford

tokenizer was used for tokenizing words. As Dahl

et al. (2012) we lowercased all words and replaced

numbers with a special token. The 100, 000 most

frequent words were used as the vocabulary set

plus an unknown token for all remaining words.

We used 50-dimensional word vector to which the

’one-hot’ word vectors are projected and 50 hid-

den units. Sections 22 and 23 of the WSJ section

of the Penn Treebank (Marcus et al., 1993) have

been used as the development and test sets respec-

tively. The Stanford dependency conversion tool

was used for converting the WSJ phrase structure

trees to basic Stanford dependencies (De Marneffe

et al., 2006).

The RBM provides us with two types of infor-

mation that are useful for the task of dependency

parsing: (1) the position independent word vectors

stored in matrix D and (2) the binary vectors in the

hidden layer that encodes the words context. We

have designed several feature templates to get use

of these information. We started with a baseline

feature template and then add the RBM-based fea-

tures to the baseline.

In the following sub-sections first describe the

feature templates in details and then analyse the

results obtained from them.

4.1 Feature Template

We now describe the feature templates used in our

experiments, starting with the features of the base-

line model and continuing with other kind of fea-

tures built on the RBM parameters. The following

notation is used to describe the features:

• The symbols Σi and Bi refer to the i-th node

from the top of the stack, and the i-th node in

the buffer, respectively.

• The symbols w and t denote the word form

and POS tag of a node, respectively.

• The symbols ld and rd denote the leftmost

and rightmost dependents of a node, respec-



tively; h denotes the head of the word and r
the dependency relation to the head.

• The operator : is used to conjoin features.

We use set indices to make the text easier to read.

For example Σ{0,1}.{ld, rd}.t denotes the set of

features {Σ0.ld.t, Σ1.ld.t, Σ0.rd.t, Σ1.rd.t},

which are the POS tags of the leftmost and the

rightmost dependents of the two top nodes of the

stack.

Our baseline model (BL) is the pre-trained

MaltParser model for English, available on the

MaltParser website and evaluated in Nivre et al.

(2010):

• Single-word features: Σ{0,1,2}.w, B{0,1}.w,

Σ{0}.ld.w, Σ{0,1}.{ld, rd}.t, Σ0.{ld, rd}.r,

Σ0.rd.w, Σ{0,1,2,3}.t, B{0,1,2}.t

• Two-word features: Σ0.t : Σ1.t, Σ0.w :
B0.w, Σ0.t : Σ0.w, Σ1.t : Σ1.w, B0.t :
B0.w, Σ1.rd.r : Σ0.ld.r

• Three-word features: Σ0.t : Σ1.t : B0.t,
Σ0.t : Σ1.t : Σ2.t, Σ0.t : B0.t : B1.t,
B0.t : B1.t : B2.t, B1.t : B2.t : B3.t,
Σ1.rd.t : Σ1.ld.t : Σ1.t, Σ1.t : Σ1.ld.r :
Σ1.rd.r

Each feature template is internally converted to a

sparse vector of boolean features.

Denoting w̄i as the i-th element of word-vector

w̄, the feature templates F w̄
i i = 1 . . . 4 are built on

the word vectors in matrix D:

• F w̄
1 : ∪n

i=1Σ{0,1}.w̄i

• F w̄
2 : ∪n

i=1Σ2.w̄i, F
w̄
1

• F w̄
3 : ∪n

i=1B0.w̄i, F
w̄
1

• F w̄
4 : ∪n

i=1Σ{0,1}.{ld, rd}.w̄i, F
w̄
1

, where n is the number of elements in a word vec-

tor, 50 in our case. Similarly, we have built four

feature templates based on the binary vectors in

the hidden layer of RBM. Denoting h̄i as the i-th
element of the binary vector h̄, the feature tem-

plates F w̄
i i = 1 . . . 4 are defined as follows:

• F h̄
1 : ∪n

i=1Σ{0,1}.h̄i

• F h̄
2 : ∪n

i=1Σ2.h̄i, F
h̄
1

• F h̄
3 : ∪n

i=1B0.h̄i, F
h̄
1

• F h̄
4 : ∪n

i=1Σ{0,1}.{ld, rd}.h̄i, F
h̄
1

In the next sub-section we analyse the numeri-

cal results obtained from these feature templates.

4.2 Results

Table 1 shows the unlabelled attachment score

(UAS) and labelled attachment score (LAS) of the

dependency trees assigned to sentences in the de-

velopment set. In general the improvements from

the baseline show that both types of word vec-

tors are faithful to the task of dependency parsing

and they capture meaningful information about the

words. The higher scores obtained from the F w̄
i

show that the real-valued vectors are more infor-

mative for the task of dependency parsing than

the binary vectors. Among the real-valued word

vector features the best result is for F w̄
1 and F w̄

2 ,

which can be seen as the simplest feature tem-

plates.

Table 1: unlabelled and labelled attachment scores

of the dependency trees assigned to the sentences

in the development set

Features UAS LAS

BL 90.29 87.72

BL+F w̄
1 90.57 88.12

BL+F w̄
2 90.59 88.12

BL+F w̄
3 90.42 87.98

BL+F w̄
4 90.48 88.00

BL+F h̄
1 90.40 87.89

BL+F h̄
2 90.25 87.72

BL+F h̄
3 90.30 87.77

BL+F h̄
4 90.33 87.81

We have also combined the feature templates

BL+F w̄
1 and BL+F h̄

1 to see the contribution of

both types of word-vectors together. This ex-

periment results in the UAS of 90.43 and LAS
of 88.06 on the development set, which was

higher than the accuracy achieved by BL+F h̄
1 but

less than the accuracy achieved by BL+F w̄
1 . It

shows that the position independent word-vectors

are more informative than the position dependent

word-vectors when they are used with other fea-

tures in the baseline model.

In another experiment we have examined the

performance of dependency parsing when the

parser is trained with only the word-based fea-

tures. We have trained the parser over the follow-



ing feature template which include only two words

on top of the stack.

• Fw
1 : Σ{0,1}.w

• Fw
2 : ∪n

i=1Σ{0,1}.w̄i

• Fw
3 : ∪n

i=1Σ{0,1}.h̄i

Table 2 shows the results. As shown from the view

point of labelled attachment score both the real-

valued and binary word vectors are weaker than

the raw word vectors. Form the view point of unla-

belled attachment score, however, the binary vec-

tors provides the parser with more informative fea-

tures than the other two representations. It might

be because of the fact that the binary word vectors

contains information about not only the individual

words but also the context of the them.

Table 2: Parsing accuracy when the parser is

trained only on word features

Features UAS LAS

Fw
1 (One-hot) 56.55 51.57

Fw
2 (Real-valued) 55.25 48.25

Fw
3 (binary) 57.24 45.47

When we evaluate the best model in Table 1,

BL+F w̄
2 , on the final test set we could get the accu-

racy of 90.42 for UAS and 88.20 for LAS which

is 0.13 (UAS) and 0.48 (LAS) improvements to

the baseline model.

5 Conclusion

We have examined the effect of using real-valued

and binary word-vectors obtained by a Restricted

Boltzmann Machine on the task of dependency

parsing. Although the best results obtained from

a parsing model built on the real-valued word-

vectors, in general we could see that both types of

word-vectors are faithful to the dependency pars-

ing. In the future works it would be interesting if

one study the interaction between the elements of

word-vectors. It can also be interesting to see if

deeper networks can provide us with more infor-

mative word-vectors.
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