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Abstract 
 

This paper presents a corpus based word prediction system, based on a lazy learning algorithm, K-Nearest Neighbour 

classifier. The algorithm, given a corpus and a sequence of words, tries to predict the succeeding word. In the current 

context, no grammar model or parse trees are used in order to gauge the morphology of the words to be predicted. For every 

word to be predicted, the algorithm needs to scan through the entire training corpus which makes it a rather time consuming 

algorithm. A variable length context window is used and the predictions using the different contexts are summed based on a 

suggested strategy. The experiments were carried out on the classic novel Gulliver’s Travels consisting of around 39389 

words and 4699 tokens for the training. The average word prediction accuracy over the test corpus of around 13129 words 

from the same novel was 13.19% and 37.7% of the keystrokes were saved. The method was compared to a 10-gram word 

predictor with a back-off implementation which had an accuracy of 10.80% while 27.55% of the keystrokes saved were. 

 

1. Introduction 
 

Word prediction is an interesting area with applications in two main domains, namely speech recognition and Augmentative 

and Alternative Communication (AAC) tools. It is often not the aim onto itself but a way of augmenting the ability to 

recognize speech and enhance understanding of either written or spoken language. It is also useful when there is confusion 

among similar sounding or similar contextual words. 

What is the easy part of this Language Modeling problem is the availability of large and free corpora without any 

annotation costs. (The corpus used in this study was a text from project Gutenberg [1].) Bank and Bill performed 

experiments on disambiguation and scaled the results based on the size of the corpus. They found that the size of the corpus 

played a large role in the task [2]. What is the difficult part, however, is the large dependency of the performance on the 

training material. Using the same corpus of training and testing may enhance the performance of a word prediction 

algorithm by a large amount. If a different corpus is used for testing, the performance of the algorithm drops down [3]. 

Secondly, due to the large number of classes involved, (every word is a new class) machine learning algorithms are very 

difficult to train [4].  

The most common and popular machine learning method used for this task is the N-gram Markov Model. It is a 

finite state automaton which deals with the probability of the occurrence of the N
th

 word given that the last ‘N-1’ words that 

occurred [5]. The performance usually increases with the size of ‘N’, but the number of parameters calculated increases 

exponentially. However, if the data is sparse, this improvement is not seen. Many researchers have also tried to incorporate 

linguistic knowledge by employing other grammatical information like the parts-of-speech tags, parsing trees, root and stem 

of the words etc. [6, 7] in order to boost performance of the N-gram prediction. However, in this study, such higher level 

linguistic information which requires annotated data is not used. The only input and features are the sequence of words from 

the given corpus. In this kind of a frame-work, some researchers have also tried to model the topic and tried to predict the 

context from which a particular text is used. Trnka and McCoy showed that using a mixture of within topic text and out of 

topic text for training usually enhances the performance of word prediction [8]. Other researchers have tried using a small 

corpus for training higher level linguistic knowledge like POS tags, and used a larger corpus for training the actual word 

prediction [9].  

Among machine learning methods, besides the most commonly used N-gram method, studies on word prediction 

using Support Vector Machines (SVM) has been done for the Chinese language where the word boundaries are not defined 

by a space and need to be predicted [9]. Some studies using an IG-tree for word prediction has also been conducted [4]. But 

in most cases, the N-gram model, with N equal to 2 or 3, seem to work the best. 

 

 

 

 

 

 

 



2. Performance Measures 
 

The most intuitive performance measure is the accuracy (Acc) of word prediction. It gives an idea about how many 

succeeding words can be predicted correctly knowing the previous context. 

 

Total number of words predicted correctly
Acc = 100*

Total number of words
       (1) 

 

 Not only is it important to predict the succeeding word, but calculating, accurately, the probability of several 

possible words is also important. The probability of the succeeding word is used in speech recognition algorithms in order 

to improve the estimates of what has been spoken, given the evidence in the form of the signal. So besides the usual 

measure of accuracy, calculating Prediction Proximity (PP) for measuring the performance is also suggested below. This 

measure gives an indication about what is the probability assigned to the correct word as compared to what is the most 

likely word according to the algorithm. The higher the number, the better it is for the speech recognition system. 

 

Mean probability assigned to the correct word
PP = 100*

Mean probability assigned to the predicted word
        (2) 

 

 In case of AAC users, who have to select from a scrolling option, another statistic which is the average rank of the 

correct word (AR). This measure gives an indication about how many words the AAC user has to go through on an average 

before he/she gets to the word he/she wants to use. The formula to calculate it is suggested below. 

 

Sum of 'ranks' of the correct words in the prediction list
AR = 

Total number of words
      (3) 

 

 Another performance measure more useful for AAC users is the number of keystrokes saved (KSS). In this 

performance measure, the word is predicted after the availability of the first few letters of the word. For example, if the 

word is predicted perfectly, then no key stroke is used. But if the first letter of the word is known and the most likely word 

starting with that letter is the correct word then only 1 key stroke is used, instead of the whole length of the word. For 

unknown words, no key-stroke is saved. 

 

 Total number of keystrokes required for predicting the correct word
KSS = 100* 1 -

Total number of letters in the words

 
 
 

    (4) 

 

An often used performance measure is the complexity of the prediction. However, this measure is a better reflection of the 

training data itself, rather than the performance on a test database. So this measure has not been considered for the current 

article. 

 

3. Data 
 

The data used in this study was a text from project Gutenberg [1]. The project consists of a collection of over 30,000 free 

electronic books and texts of classic stories and novels in several languages. The text was from the classic novel ‘Gulliver’s 

Travels’ written by Jonathan Swift. All the punctuation marks were removed and all the numbers were replaced by the word 

‘num’. Roughly 3/4
th

 of the text was used as training material and the rest was used as testing data. The training corpus has 

roughly 39389 words and 4699 tokens. The test data had roughly 13129 words and 967 new tokens as compared to the 

training corpus. 

 

4. Experiments and Results 
 

The idea used in this study was to be able to use a longer context (as in N-grams with larger ‘N’) without running into 

problems of data sparseness. In the case of an N-gram model, whenever a particular context has not been found or has been 

found only a few times, it can be misleading to try to make predictions using the larger context. So a suitable back-off 

strategy needs to be implemented. This is usually achieved by either smoothing the probability estimates or falling back to a 

lower ‘N’ model or choosing ‘N’ based on the average mutual information [11]. To make the right prediction, all the 

preceding words need to have been stored in the model in the correct order. But for larger ‘N’, greater than 2 or 3, even if 

the order of the words a few of the ‘N’ words may be different, the pattern of words is repeated. In such cases, succeeding 



with a partial correspondence to its ‘N’ preceding words should also be included in the options.  This can be found out using 

a K-Nearest Neighbour (K-NN) classifier and an overlap metric for calculating the distance between the test sample features 

and the features for the training samples. The features here are the number of preceding words considered, ranging from 1 to 

‘N’.  Figure 1 shows the performance for the succeeding word prediction for different context window length and different 

number of ‘k’ nearest neighbours. The results are shown after optimising on the number of neighbours. The features are the 

preceding ‘N’ words and the distance measure is weighted by the proximity to the word to be predicted. Which means that 

distance for the first preceding word is N, the second preceding word is N-1 and so on. The k-NN algorithm has been 

implemented using Tillburg Memory Based Learning (TiMBL) package [12]. 

It is clear that in the current study, the data is quite sparse, since the best performing model uses only 3 preceding 

words as context. However, making use of such a small context may not be optimum when a better prediction can be made. 

So a scheme for integrating information from the different contexts is suggested in Algorithm 1. The overall prediction is a 

weighted sum of the predictions made at different levels. Thus this algorithm not only makes predictions based on exact 

matches between the preceding words and the training data, but also with partial matches. But more importance is given for 

matching nearer preceding words by putting a larger weighting to the distance calculated on nearer words. A short 

description of the algorithm is shown below. The neighbours are not weighted by the proximity to the word that is predicted 

in the combined classifier.  

 

Algorithm 1: Integrating results from different context window lengths. 

1. ∀  test word 

2. Word_list = {} 

3. Prob = 0 

4. for n = 1 to N 

4.1. for k = 1 to K 

 

4.1.1. Word_list = {Word_list, k
th

 neighbours} 

4.1.2. 2

Prob(word)

Prob(word)  (n-distance)
num_occurances*

n

=

+





 

4.2.  end 

 

5. end 

6. Prediction Word_list{arg max(Prob)}=  

7. 
Prob

Prob
Prob

=

∑
 

This algorithm is tested against a basic implementation of the N-gram model. The model backs of to a lower ‘N’ if 

insufficient examples (less than 10 samples) are encountered in the training set with the particular preceding context. It was 

seen that the performance of the N-gram model did not change when N was greater than 3 (trigram model). This was 

expected because of the small training set size. 

Figure 1: Word prediction Accuracy of the K-NN based word prediction for different context windows lengths compared 

with N-Gram prediction (where N = 10) and the combined prediction as in Algorithm 1. While the N-Gram prediction is not 

as good as the K-NN prediction with N = 3 or 4, the combination of all the classifiers is slightly better than when N = 4. 
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5. Discussion 
 

We can see in Figure 1 that the K-NN based algorithm outperforms the traditional N-gram model by a small margin in 

Word Prediction Accuracy. In Figure 2, which shows the comparison of ‘PP’, one can see no particular consistency or 

pattern. There is also not much difference between the different classifiers. The N-Gram performs worse than some of the 

K-NN classifiers.  Figure 3, which shows the comparison of ‘AR’, indicates that the N-Gram does quite well in this 

performance measure. This is because of the larger number of options that are considered for the K-NN based algorithm, but 

only a few options are considered for the N-Gram model.  In terms of word prediction accuracy, the performance of all the 

methods does not get much better than using just a bigram model and the accuracy is quite low in general.  The combined 

classifier is as good as the best K-NN classifier (with N=4), but outperforms all the other classifiers in terms of ‘AR’ by a 

large amount. Figure 4 shows the comparison for the % of key-strokes saved (KSS). Here the best performing is the 

combined algorithm. There is a reduction of at least 3% key-strokes when the combined classifier is used instead of the N-

gram. 

Figure 2: Comparison of the Prediction Proximity for different K-NN classifiers, the N-Gram and the combined classifier. 

There is no significant different between the different predictors, but the best performing one is with N = 6. The combined 

classifier may not be as useful as individual K-NN classifiers when the application in Speech Recognition. 

Figure 3: The average rank of the correct word from the prediction list. No clear trend is observed for different ‘N’, but 

both N-gram and the combined classifier outperform individual K-NN classifiers for different ‘N’. The best performing is 

the ‘Combined’ classifier and it reduces the rank of the correct word by a large amount. 

 

6. Conclusions and Future Work 
 

We can see that in the word prediction task, especially for ‘N’ greater than 3, using the combined K-NN classifier works 

slightly better than traditional N-gram model in almost all the performance measures that were suggested. It is also clear 

that is the task at hand is of Augmented and Alternative Communication, the combination classifier should be used. But if 

the task is language modeling for speech recognition, then it would make sense to go for a simple K-NN classifier with N = 

3 or 4. 
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The complexity of the testing corpus was calculated to be 535.87 and the entropy was 9.06.  The discrete complexity 

of the text after using the combined classifier is 234.95. The value is calculated using the measure suggested in [4]. This 

means that the remaining complexity of the text after the predictions are made from the algorithm is 234.95. In case of the 

regular N-gram model the complexity is reduced to 289.30. Thus, we can see that using the combined classifier is beneficial 

even though the actual word prediction accuracy is not very high. The combined classifier is able to reduce the number of 

key-strokes by around 37.7% as against 27.6% of the N-gram, which makes it quite useful too. 

The study shows that this method of allowing some words in the context to differ from the training models may 

enhance the word prediction capability as compared to the traditional N-Gram approach. However, the memory based 

method would definitely be more time consuming, because no compression of the data is made. But the search space can be 

optimized using methods like the IGtree etc. [4], which is implemented in TiMBL. In general, the classifier took around 300 

sec on a 2.1 GHz Dual core Pentium processor (no parallel code was used however) to predict around 13000 words which is 

around 40 words in a second. However, this will increase with a larger training corpus. Thus it would be essential to make a 

realistic comparison of the time and memory constraints for the k-NN based word prediction with a larger database.  

The other aspect that was not considered was how well the algorithms would perform when trying to predict words in 

a completely unknown topic. Since this study was made on the same book, the topic is likely to be highly overlapping. It is 

worth seeing whether the same improvement in performance is seen for unknown topics. Topic modeling would be easier to 

implement in the K-NN framework because it will then reduce the search space of the K-NN classifiers. 

Thus, the study shows that it is worth investigating the use of K-NN classifiers for word prediction further.  

Figure 4: Comparison of the performance of different K-NN classifiers on the % of key-strokes saved. In this case the 

combined classifier outperforms all the other classifiers, including the N-Gram. 
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