
Machine Learning

Major Approaches

Joakim Nivre

Uppsala University and Växjö University, Sweden
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Approaches to Machine Learning

I Decision trees

I Artificial neural networks

I Bayesian learning

I Instance-based learning

I Genetic algorithms

I Relational learning
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Decision Tree Learning

I Decision trees classify instances by sorting them down the tree
from the root to some leaf node, where:

1. Each internal node specifies a test of some attribute.
2. Each branch corresponds to a value for the tested attribute.
3. Each leaf node provides a classification for the instance.

I Decision trees represent a disjunction of conjunctions of
constraints on the attribute values of instances.

1. Each path from root to leaf specifies a conjunction of tests.
2. The tree itself represents the disjunction of all paths.
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Example: Name Recognition
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Appropriate Problems for Decision Tree
Learning

I Instances are represented by attribute-value pairs.

I The target function has discrete output values.

I Disjunctive descriptions may be required.

I The training data may contain errors.

I The training data may contain missing attribute values.

Machine Learning 5(28)

The ID3 Learning Algorithm

I ID3(X = instances, Y = classes, A = attributes):

1. Create a root node R for the tree.
2. If all instances in X are in class y , return R with label y .
3. Else let the decision attribute for R be the attribute a ∈ A that

best classifies X and for each value vi of a:

3.1 Add a branch below R for the test a = vi .
3.2 Let Xi be the subset of X that have a = vi . If Xi is empty

then add a leaf labeled with the most common class in X ; else
add the subtree ID3(Xi , Y , A− a).

4. Return R.
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Selecting the Best Attribute

I ID3 uses the measure Information Gain (IG) to decide which
attribute a best classifies a set of examples X :

IG (X , a) = H(X )−
∑
v∈Va

|Xv |
|X |

H(Xv )

where Va is the set of possible values for a, Xv is the subset of
X for which a = v , and H(X ) (the entropy of X ) is defined as
follows:

H(X ) = −
∑
y∈Y

P(y) log2 P(y)

I An alternative measure is Gain Ratio (GR):

GI (X , a) =
IG (X , a)

H(Va)
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Hypothesis Space Search and Inductive Bias

I Characteristics of ID3:

1. Searches a complete hypothesis space of target functions
2. Maintains a single current hypothesis throughout the search
3. Performs a hill-climbing search (susceptible to local minima)
4. Uses all training examples at each step in the search

I Inductive bias:

1. Prefers shorter trees over longer ones
2. Prefers trees with informative attributes close to the root
3. Preference bias (incomplete search of complete space)
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Overfitting

I The problem of overfitting:
I A hypothesis h is overfitted to the training data if there exists

an alternative hypothesis h′ with higher training error but
lower test error.

I Two approaches for avoiding overfitting in decision tree
learning:

1. Stop growing the tree before it overfits the training data.
2. Allow overfitting and then post-prune the tree.

I Both methods require a stopping criterion and can be
validated using held-out data.
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Artificial Neural Networks

I Learning methods based on artificial neural networks (ANN)
are suitable for problems with the following characteristics:

1. Instances are represented by many attribute-value pairs.
2. The target function may be discrete-valued, real-valued, or a

vector of real- or discrete-valued attributes.
3. The training examples may contain errors.
4. Long training times are acceptable.
5. Fast evaluation of the learned target function may be required.
6. The ability of humans to understand the learned target

function is not important.
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Perceptron Learning

I A perceptron takes a vector of real-valued inputs x1, . . . , xn

and outputs 1 or −1:

o(x1, . . . , xn) =

{
1 if w0 + w1x1 + · · ·+ wnxn > 0
−1 otherwise

I Learning a perceptron involves learning the weights
w0, . . . ,wn.

I Begin with random weights, iteratively apply the perceptron
to each training with target output t, modifying the weights
on misclassification (with learning rate η):

wi ← wi + ∆wi

∆wi = η(t − o)xi
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Multi-Layer Networks and Backpropagation

I While the simple perceptron can only learn linearly separable
functions, multi-layer networks can approximate any function.

I The most common learning algorithm is backpropagation,
which learns the weights for a multilayer network with a fixed
set of units and interconnections, using gradient descent in an
attempt to minimize the squared error loss.

I Backpropagation over multilayer networks is only guaranteed
to converge toward a local minimum.

I The inductive bias of backpropagation learning can be roughly
characterized as smooth interpolation between data points.
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Bayesian Learning

I Two reasons for studying Bayesian learning methods:

1. Efficient learning algorithms for certain kinds of problems
2. Analysis framework for other kinds of learning algorithms

I Features of Bayesian learning methods:

1. Assign probablities to hypotheses (not accept or reject)
2. Combine prior knowledge with observed data
3. Permit hypotheses that make probabilistic predictions
4. Permit predictions based on multiple hypotheses, weighted by

their probabilities
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Learning as Estimation

I Bayes theorem (hypothesis space H, h ∈ H, training data D):

P(h|D) =
P(D|h)P(h)

P(D)

I Maximum a posteriori hypothesis (MAP):

hMAP ≡ argmaxh∈HP(h|D)

= arg maxh∈H
P(D|h)P(h)

P(D)

= arg maxh∈H P(D|h)P(h)

I Maximum likelihood hypothesis (ML) (MAP with uniform
prior):

hML ≡ arg maxh∈H P(D|h)
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Bayes Optimal Classifier

I Let H be a hypothesis space defined over the instance space
X , where the task is to learn a target function f : X → Y and
Y is a finite set of classes used to classify instances in X .

I The Bayes optimal classification of a new instance is:

arg max
y∈Y

∑
h∈H

P(v |h)P(h|D)

I No other classification method using the same hypothesis
space and same prior knowledge can outperform this method
on average.
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Naive Bayes Classifier

I Let H be a hypothesis space defined over the instance space
X , where the task is to learn a target function f : X → Y , Y
is a finite set of classes used to classify instances in X , and
a1, . . . , an are the attributes used to represent an instance
x ∈ X :

I The naive Bayes classification of a new instance is:

arg max
y∈Y

P(y)
∏
i

P(ai |y)

I This coincides with yMAP under the assumption that the
attribute values are conditionally independent given the target
value.
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Learning a Naive Bayes Classifier

I Estimate probabilities from training data using ML estimation:

P̂ML(y) = |{x∈D | f (x)=y}|
|D|

P̂ML(ai |y) = |{x∈D | f (x)=y , ai∈x}|
|{x∈D | f (x)=y}|

I Smoothe probability estimates to compensate for sparse data,
e.g. using an m-estimate:

P̂(y) = |{x∈D | f (x)=y}|+ mp
|D|+ m

P̂(ai |y) = |{x∈D | f (x)=y , ai∈x}|+ mp
|{x∈D | f (x)=y}|+ m

where m is a constant (called the equivalent sample size) and
p is a prior probability (usually assumed to be uniform).
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Bayesion Networks (a.k.a. Graphical Models)

I A Bayesian network represents the joint probability distribution
for a set of variables given a set of conditional independence
assumptions, represented by a directed acyclic graph:

1. Each node X represents a variable.
2. Each arc X → Y represents the assertion that Y is

conditionally independent of its nondescendants, given its
predecessors (i.e. nodes Z such that Z → Y ).

3. Each node is associated with a table defining its conditional
probability distribution given its predecessors.

Machine Learning 18(28)



Example: Hidden Markov Model
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Inference and Learning

I Inference in a Bayesian network:

P(X1 = x1, . . . ,Xn = xn) =
n∏

i=1

P(Xi = xi | predecessors(Xi ))

I Learning a Bayesian network:

1. Known structure, full observability: Estimation (ML, MAP)
2. Known structure, partial observability: Iterative approximation

algorithms, e.g. Expectation-Maximization
3. Unknown structure, full observability: Greedy approximations

of MAP (NP hard problem)
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Instance-Based Learning

I Let an instance x be described by a feature vector (x1, . . . , xp)
and let D(x i , x j) be the distance between instances x i and x j :

D(x i , x j) =

p∑
m=1

d(x i
m, x j

m)

where d(x i
m, x j

m) is the distance between x i
m and x j

m.

I Given a new instance x, let x1, . . . , xk denote the k training
instances nearest to x . The k-nearest neighbor classification
is:

f̂ (x)→ argmaxy∈Y

k∑
i=1

δ(y , f (x i ))

where δ(a, b) = 1 if a = b and δ(a, b) = 0 otherwise.
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Variations on k-Nearest Neighbor

I Algorithm parameters:

1. k (1 ≤ k ≤ n)
2. Distance functions (D, d)
3. Feature weighting (IG , GR):

D(x i , x j) =

p∑
m=1

wm d(x i
m, x j

m)

4. Distance weighting:

f̂ (x)→ arg max
y∈Y

k∑
i=1

w(D(x , x i )) δ(y , f (x i ))
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Lazy and Eager Learning

I Instance-based learning is an example of lazy learning:

1. Learning simply consists in storing training instances (no
explicit general hypothesis is constructed).

2. Classification is based on retrieval of instances and
similarity-based reasoning

I Comparison with eager learning:

1. Lazy learners can construct many local approximations of the
target function, which may reduce complexity.

2. Lazy learners perform nearly all computation at classification
time, which may compromise efficiency.
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Genetic Algorithms

I Learning as survival of the fittest
I A prototypical genetic algorithm has the following form, with

each hypothesis h represented by a bit string:

1. Initialize population: P ← Generate p hypotheses at random.
2. Evaluate: For each h ∈ P, compute Fitness(h).
3. While [maxh Fitness(h)] < Threshold :

I Update: P ← (Select(P) ∪ Crossover(P) ∪Mutate(P))
I Evaluate: For each h ∈ P, compute Fitness(h).
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Genetic Operators

I Select(P): Probabilistically select (1− r)p members of P
given the model:

P(hi ) =
Fitness(hi )∑p
j=1 Fitness(hj)

I Crossover(P): Probabilistically select r−2
p pairs of hypotheses

from P according to the model above. For each pair (h1, h2),
produce two offspring by applying a Crossover operator.

I Mutate(P) : Choose m percent of the members of P, with
uniform probability. For each, invert one randomly selected bit
in its representation.
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Relational Learning

I Most learning methods are limited to propositional logic,
where each variable represents an atomic proposition.

I Relational learning (a.k.a. inductive logic programming)
applies to predicate logic and can learn rules involving
variables:

Ancestor(x , y) ←− Parent(x , y)
Ancestor(x , y) ←− Parent(x , z) ∧ Ancestor(z , y)
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Sequential Covering

I A typical sequential covering algorithm (rule-at-a-time
learning):

1. Learned − Rules ← {}
2. Rule ← LearnOneRule(Target,Predicates,Cases)
3. While Performance(Rule,Cases) > Threshold :

I LearnedRules ← LearnedRules + Rule
I Cases ← Cases − {cases correctly classified by Rule}
I Rule ← LearnOneRule(Target, Predicates, Cases)

4. LearnedRules ← Sort LearnedRules w.r.t. Performance
5. Return LearnedRules
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Learn One Rule

I LearnOneRule(Target,Predicates,Cases):

1. NewRule ← the rule that predicts Target with no preconditions
2. NewRuleNeg ← those Cases for which Target is False
3. While NewRuleNeg 6= ∅, add new precondition to NewRule:

I Candidates ← possible preconditions given Predicates
I Best ← argmaxL∈Candidates Gain(L, NewRule)
I Add Best to preconditions of NewRule
I NewRuleNeg ← subset of NewRuleNeg that satisfies

NewRule preconditions
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