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Abstract

In this term paper I motivate and describe a monolingual term extraction method
using the Ripper machine learning algorithm and linguistic and statistical features of
n-grams extracted from a patent text corpus. The n-grams are labeled as terms or
non-terms using a manually validated term list based on the same patent text corpus.
The results for experiments conducted show promise for further research as the method
allows for evaluation of termness metrics and provides data for theoretical analysis on
termness.

1 Background

Term extraction is a problem area in language technology that deals with identifying poten-
tial terms in text documents. [3] uses the definition “the study of NLP based methodologies
to extract terms from textual domain corpora”. [3] refers to two main approaches in mono-
lingual term extraction; a statistical approach and a linguistic approach. [3] further proposes
a hybrid approach using linguistic patterns to perform a first filtering of terms, then using
statistical measures to rank the term candidates.

Term extraction and terminology extraction may or may not refer to the same task,
depending on the author. From an information retrieval point of view, a terms are any words
that together can describe the semantics of a document. From a classical terminological
point of view, a term represents a concept which has a definition. Furthermore, terms are
domain specific which means that a word can be called a term in one domain, while in
another domain it might belong to the general language.

In the case of bilingual term extraction, the problem of lexical alignment is added to the
equation. There are two possible approaches to solving the alignments problem for term
extraction. Either the terms are extracted separately in the source and target languages
and then aligned – the extract-align approach, or the texts are first aligned and then a
synchronous, bilingual term extraction is performed – the align-extract approach. One
argument for using an extract-align method is that it is possible to use existing tools for
monolingual term extraction to process bilingual data. However, one argument discussed
among researchers using the align-extract method is that concepts might have dedicated
terms in the source language but not in the target language. In these cases, it is impossible
to find a target language equivalent using the extract-align method.

The relation between the align-extract and the extract-align approaches has not yet been
thoroughly researched. To be able to compare these two approaches, we need to have
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comparable extraction methods. Thinking in terms of information, a bilingually aligned
corpus is semantically richer, but also has additional constraints enforced.

My original question for this course project was to find out if the additional information
available in case of the bilingually aligned corpus is of use when performing monolingual
term extraction. However to be able to answer this question, my first task was to develop
a term extraction method using machine learning that is independent of the number of
languages used for monolingual term extraction, which is the topic of this paper.

1.1 Term extraction methods

Computational term extraction methods usually fall into one of three camps. Either the
method is based on linguistic properties, statistical properties, or a mix of these two. An
example of a term extraction method using linguistic properties would first annotate text
using a POS-tagger, then extract token sequences that follow common POS patterns for
terms.

A statistical method would e.g. calculate the inverse document frequency of a word and
use this metric and a threshold to extract terms.

When extracting terms in a terminological setting, the result from a term extraction
process are always called term candidates. Only after a manual validation process can they
be called true terms.

2 Method

My proposed term extraction method is based on using both statistical and linguistic infor-
mation and feeding this information to a machine learning framework. Additional languages
are used as additional features for the machine learning algorithm to use. The proposed
method is described in the following figures.

A overview of the proposed method can be seen in Figure 1. The parallel corpus is
processed both monolingually and bilingually. The monolingual processing consists of POS
tagging the corpus, creating a language model, extracting ngrams, and calculating various
statistical metrics.

The bilingual processing involves performing all monolingual processing steps, but instead
of extracting ngrams and calculating statistical metrics for each ngram, alignment beads
from a word alignment step are used. In practice, all beads will have an equivalent ngram
among the monolingual data. However, all ngrams will not be present in the bilingual data
as the bilingual data is constrained by the alignment.

Due to the limited amount of time given, the scope of this course project has been limited
to the development of the term extraction method itself.

2.1 Ripper

I have chosen to use the Ripper [1] software as the machine learning package for this project.
One of the reasons for using Ripper is that it produces human readable rules. This allows
for examination and hopefully more understanding of what properties, both linguistic and
statistical, are important for term extraction.

The development of Ripper is now discontinued but Cohen releases the code to people who
ask for it. Ripper is a rule induction learning algorithm that has an equivalent performance
to C4.5 [1]. Ripper is a continuation of IREP, [2]. IREP builds on the notions splitting



2. METHOD 3

Figure 1: Process overview
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the training examples into a growing set and a pruning set. Initial rules are created to
overfit the growing set. This rule set is then simplified using pruning rules (removing rule
conditions). The pruning process continues as long as an acceptable error rate is given on
application of the rules to the pruning set. With Ripper, [1] improves the original IREP
algorithm and also adds support for missing attributes, numerical variables and multiple
classes, increasing the number of use cases for the algorithm.

2.2 Experiments

For this course project, I have conducted a pilot study of the monolingual part of the machine
learning facilitated method previously described. The study consists of fifteen experiments
in total which vary in two dimensions, 1) n-gram length and 2) the ratio between positive
and negative examples used the training and test data sets.

From the corpus, 1-grams, 2-grams and 3-grams were extracted. Using a list of validated
terms previously extracted from the corpus, the n-grams were partitioned into positive and
negative examples.

For set of n-grams, experiments were run using a data set that was made up of a different
ratio between positive and negative examples. The ratios chosen were 10/90, 30/70, 50/50,
80/20, and 10/90 resulting in a total of fifteen experiments. See table Table 1

Table 1: Experiment names

10/90 30/70 50/50 80/20 90/10

1-gram 1-10/90 1-30/70 1-50/50 1-80/20 1-90/10
2-gram 2-10/90 2-30/70 2-50/50 2-80/20 2-90/10
3-gram 3-10/90 3-30/70 3-50/50 3-80/20 3-90/10

2.3 Data

The data used in these experiments consisted of English patent texts from the subsection
IPC subsection A42B (Hats; Headcoverings). As Ripper uses supervised learning, a list
containing 579 manually validated terms previously extracted from the same corpus was used
to annotate examples. The text corpus itself contains 2952 segments/sentences, consisting
of 81159 tokens.

Monolingual pre-processing

Monolingual preprocessing is run by calling the script run-mono.sh shell script. This con-
verts annotated XML data into tokenized text files with embedded annotations in the tokens,
i.e.

token###data##data##data##

The run-mono.sh script also creates a language model based on tokenized data without
embedded metadata. SRILM is used to create the language model.

From the tokenized file with meta data, n-grams of length 1-3 are extracted into separate
files (one for each n-gram length) and the embedded features are separated from the n-grams
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in order to generate a data file usable by Ripper. Also, language model probability statistics
of the n-grams are added as feature to the data file. The n-gram probability features are
extracted using SRILMs ngram-count program.

Finally, the n-grams are classified as positive or negative examples using the list of vali-
dated patent terms.

Data partitioning

As previously described, the experiments are to vary the n-gram length and the posi-
tive/negative example ratio in the data sets. A unique data set (consisting of training
and test data) was put together for each experiment.

First the three n-gram data files were split into positive and negative partitions. The data
in these partitions were then randomly shuffled internally. Then based on the experiment
layout, as large data sets as possible with the correct positive/negative ratio were created
and then further partitioned into training and test sets. The test set was set to 10 per cent
of the available mix for every experiment.

From this corpus n-grams were extracted and annotated resulting in partitions described
in Table 2 and Table 3

Table 2: N-gram counts

Positive Negative Total

1-grams 2971 8261 11232
2-grams 592 36613 37205
3-grams 78 55288 55366

Table 3: Positive/negative example partitions to be divided into train and test sets

10/90 30/70 50/50 80/20 90/10

pos neg tot pos neg tot pos neg tot pos neg tot pos neg tot

1-grams 917 8261 9178 2971 6332 9303 2971 2971 5942 2971 742 3713 2971 330 3301
2-grams 592 5328 5920 592 1381 1973 592 592 1184 592 148 740 592 65 657
3-grams 78 702 780 78 182 260 78 78 156 78 19 97 78 8 86

Features

The features used in the examples are described in Table 4. The POS, msd, func and sem
features were generated by using the FDG tagger. The freq values were counted during
n-gram extraction, and the zeroprobs, logprob, ppl1 and ppl2 features were supplied by
using building a language model of the A42B corpus using the SRILM package. The language
model features have been previously used for term candidate classification with some success,
the frequency is one common statistic used for term extraction and the linguistic features
have been used by previous linguistically informed term extraction methods.
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Table 4: Features used

Feature Description

POS part of speech tag
msd morpho-syntactic description
func grammatical function
sem semantic information
freq ngram frequency in text
zeroprobs number of tokens with zero probability in given the language model
logprob the logistic probability value, ignoring unknown words and tokens
ppl1 the geometric average of 1/probability of each token, i.e. perplexity
ppl2 the average perplexity per word

2.4 Training

Since term extraction is a hard problem to solve a high precision result is not likely to
produce a sufficient number of term candidates. Therefore the training was conducted with
high recall as the primary goal. Ripper makes this possible by allowing the user to set the
cost assigned to the false positive/false negative ratio, i.e. either penalizing false positives
or false negatives. Through experimentation an FP/FN ratio cost of 0.4 was found to
produce results with an acceptable recall level. The use of this parameter should however
be subjugated to more rigorous trials in the future.

The actual parameters used with ripper where the following: -a given -L 0.4. The “-a
given” parameter tells ripper to use the class specified in the data file as the class to define
rules for. In this case the parameter tells ripper to construct rules to determine how to
classify terms, rather than non-terms. The default setting for ripper is to try to classify
the minority class. However using this setting in the described experiments would result in
a positive/negative ratio of e.g. 60/40 to produce rules that define non-terms rather than
terms.

3 Results

As the data set was very small, the results below in Table 5 should not be judged to harshly,
but should instead be seen as an indicator of what results might be expected using a method
as proposed in this report.

Also, even though I have published the results for the 3-gram experiments, the available
data is so small that the experiments should be discarded scientifically.

The total rule count for the experiments is 107 and an analysis of them is beyond the
scope of this report. There are however some interesting observations that can be made
about the rule sets. Most rules use the logprob feature. Either setting a threshold greater
than a certain value or, defining an interval. Also, as could be expected, the part-of-speech
features are used in many rules. In the 1-gram cases, the part-of-speech is set to N in many
cases. Another interesting rule which agrees with previous research is the A N rule, however
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Table 5: Experiment results

Experiment # of rules TN FN FP TP Test set Training data recall (pos) precision (pos)

1-10/90 15 785 39 45 49 918 9178 55,68 % 52,13 %
1-30/70 12 554 70 118 248 990 9303 77,99 % 67,76 %
1-50/50 11 172 12 113 297 594 5942 96,12 % 72,44 %
1-80/20 14 22 2 57 290 371 3713 99,32 % 83,57 %
1-90/10 3 28 138 2 162 330 3301 54,00 % 98,78 %
2-10/90 14 514 9 27 52 602 5920 85,25 % 65,82 %
2-30/70 9 115 6 10 66 197 1973 91,67 % 86,84 %
2-50/50 7 51 2 6 59 118 1184 96,72 % 90,77 %
2-80/20 6 11 0 7 56 74 740 100,00 % 88,89 %
2-90/10 4 10 0 2 54 66 657 100,00 % 96,43 %
3-10/90 5 70 1 0 7 78 780 87,50 % 100,00 %
3-30/70 4 19 0 1 6 26 260 100,00 % 85,71 %
3-50/50 4 4 0 3 9 16 156 100,00 % 75,00 %
3-80/20 2 2 0 1 7 10 97 100,00 % 87,50 %
3-90/10 1 0 0 0 9 9 86 100,00 % 100,00 %

ripper also uses a logprob threshold in combination with this.

4 Discussion and conclusions

The results from this study have been very interesting and I believe shows that machine
learning can be used to examine how terms can be defined. Using a rule induction learning
algorithm gives us the power to study how different metrics can be used in combination to
analyze data and show that there is promise in applying machine learning to term extraction.

Because the data set was so small, cross validation would have been a given method to
apply to the training and testing phases. However, even though Ripper includes an option
to perform experiments using n-fold cross validation, using cross validation would produce
far too many rule sets to examine as each fold produces a separate rule set. It would be
interesting if the rule sets could be “averaged” in some way, but I believe that that is quite
a difficult problem, if at all possible. Therefore, future experiments should be run on larger
data sets to avoid the necessity of performing cross validation.

5 Future research

The next step in examining the uses of machine learning techniques for term extraction will
be to continue the proposed experiments in report. It will be very interesting to see how
the method scales to bilingual term extraction using the align-extract approach.

Another possible way of continuing the research that I have begun here is to use machine
learning in with or without feature selection to evaluate various termness metrics.
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