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In this study I investigate reordering for statistical machine trans-
lation. In particular I focus on improving both reordering rules
and word alignment, by iterating these two steps, since they both
depend on each other. I also investigate how three reordering ap-
proaches used at decoding time, monotone decoding, a simple dis-
tortion penalty, and a lexicalized reorering model, interplay with the
reordering rules. No consistent improvements were seen by perform-
ing the iterative reordering and alginment, the overall performance
varied quite a lot between different metrics though. But the over-
all best performance were found by performing two iterations of
reordering, and using a distortion penalty.

1 Introduction

In this project I will try to improve phrase-based statistical machine translation
(PBSMT) from English into German. I do this by applying automatically learnt
reordering rules to the English source language side of the corpus. The main
novelty of this work compared to previous work on reordering for SMT, is that
I apply reordering rule learning and word alignment iteratively.

1.1 Previous work

There has been a lot of work on reordering for statistical machine translation.
In most of the work the source side is transformed to become more similar to
the target side. The transformations can be handwritten rules targeting known
syntactic differences (Collins et al., 2005; Li et al., 2009), or they can be learnt
automatically (Xia and McCord, 2004; Habash, 2007). In these studies the
reordering decision was taken deterministically on the source side. This decision
can be delayed to decoding time by presenting several reordering options to the
decoder, either as a lattice (Zhang et al., 2007; Niehues and Kolss, 2009), or
as an n-best list (Li et al., 2007). There have also been attempts to integrate
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reordering rules into a PBSMT decoder (Elming, 2008b). Reordering rules
can be based on different levels of linguistic annotation, such as part-of-speech
(Niehues and Kolss, 2009), chunks (Zhang et al., 2007) or parse trees (Habash,
2007).

In most of the automatically learnt rules, some rule-extraction method is
used, that only takes the word alignments into account. I am only aware of
two studies where machine learning has been used. Elming (2008b) used the
rule-induction learner Ripper to find rules based on constituency trees, for trans-
lation between English and Danish. Li et al. (2007) used a maximum entropy
model to decide if two sisters in a syntax tree should swap place or not.

Another way to use reordering, was investigated in Holmqvist et al. (2009),
who used the reordering only to improve the word alignment, and moved the
words back into original order after the alignment phase. This work is inspired
by that approach, but further develops it both by iterating the process, and by
creating rules that can be used on monolingual test data. The machine learning
used in this study is similar to that of Elming (2008b), who also uses Ripper.
A different feature set is used, however. The rules are employed in a single
pre-processing step, choosing the one best reordering for each sentence, similar
to Xia and McCord (2004).

1.2 Overall project description

The main idea for the project is to apply reordering for statistical machine
translation. The reordering is learnt based on word alignments, in order to
simulate target language order in the source language. The word alignments,
which are also learnt automatically, will hopefully improve, however, when the
source language is reordered. I will use this, to hopefully improve the reordering
rules by iteratively applying machine learning of reordering rules, and word
alignment. The process is:

1. Word align the texts

2. Learn reordering rules based on the word alignments

3. Reorder the training data with the learnt rules

4. Word align the reordered data

5. Change the order back into original order, and adjust the newly learnt
word alignments

6. Learn new reordering rules based on the new word alignments

7. Repeat step 3-6 (In this study I only repeat for two iterations, but the
stop criterion could be further investigated)

The reordered data is used as input to a statistical machine translation system.
I reorder both the training and tuning data and the translation input. I also
perform an experiment where I train a system based on the re-reordered word
alignments from step 5 in iteration 1.
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2 Statistical MT system

The translation system is a standard phrase-based SMT system. The transla-
tion model is trained by first creating unidirectional word alignments in both
directions using GIZA++ (Och and Ney, 2003), which are then symmetrized
by the grow-diag-final-and method (Koehn et al., 2005). From this many-to-
many alignment, consistent phrases of up to length 7 are extracted. A 5-gram
language model is used, produced by SRILM Stolcke (2002). For training and
decoding I use the Moses toolkit Koehn et al. (2007). I tune feature weights
using minimum error rate training Och (2003), that optimizes the Bleu metric
Papineni et al. (2002).

There are different ways to handle reordering in a standard PBSMT system.
I will use three models:

• Mono: No treatment at all of reordering, all words will be translated in a
monotone order.

• Dist: A distance-based distortion penalty, which adds a factor δn for
movements over n words.

• Lex: A lexicalized reordering model (Koehn et al., 2005), that for each
phrase learns how likely it is to follow the previous phrase (monotone),
swap places with the previous phrase (swap) or not be connected to the
previous phrase (discontinuous). Probabilities are estimated for the three
possible orientations: P (orientation|S, T ). The probabilities are condi-
tioned on both the source and the target, and the orientation is based on
the previous and the next phrases.

For the two last models, a distortion limit of six is used, that means that the
maximum distance a phrase can move is six words. The monotone model is not
likely to work well for the baseline system, but could work well for the systems
where the source language has been reordered to mimic the target language.

The translation system is trained and tested using the Europarl corpus Koehn
(2005). The training part contains 439513 sentences, where sentences longer
than 40 words have been filtered out. The test set has 2000 sentences and the
development set has 500 sentences. All three test sets were reordered on the
English source side during the experiments.

2.1 MT evaluation metrics

In this study I report three standard MT evaluation metrics: Bleu, (Bleu-4 and
Bleu-1), Meteor and PER. All metrics will be measured on lowercased data,
and reported using percent notation.

Bleu (BiLingual Evaluation Understudy; Papineni et al., 2002) is a metric
that measures the precision of n-gram overlap with one or several reference
translations, and in addition takes into account the length of the translation
hypothesis. Equation 1 shows the formula for Bleu, where N is the order of
n-grams that are used, usually 4, pn is a modified n-gram precision, where
each n-gram in the reference can be matched by at most one n-gram from
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the hypothesis. BP is a brevity penalty, which is used to penalize too short
translations. It is based on the length of the hypothesis, c, and the reference
length, r. If several references are used, there are alternative ways of calculating
the reference length, using the closest, average or shortest reference length. I
report both standard Bleu, Bleu-4, scores with N = 4, and Bleu-1 scores, with
N = 1, which is similar to PER, since it does not take word order into account.

Bleu = BP · exp

(
N∑

n=1

1
n

log pn

)
(1)

BP =
{

1 if c > r

e(1−r/c) if c ≤ r

Meteor (Metric for Evaluation of Translation with Explicit ORdering; Baner-
jee and Lavie, 2005) is different from the above metrics in that it includes re-
call, not only precision, and only considers unigrams. Fluency is captured by
a penalty based on the number of contiguous chunks formed by the matched
words. The matching of words is flexible where the matching is performed in
stages, starting with surface form and allowing additional matching steps for
stems, and for WordNet synonyms. Equation 2 shows the formula for Meteor,
where P is unigram precision and R is unigram recall based on several matching
stages, and α, β, γ are weights set to: α = 0.9, β = 3, γ = 0.5.

Meteor = Fmean · (1− Penalty) (2)

Fmean =
P ·R

α · P + (1− α) ·R

Penalty = γ ·
(

#chunks
#unigrams matched

)β

PER (position independent word error rate; Tillmann et al., 1997) is one
of many different error rates, which are used to calculate the distance of a
translation suggestion to a reference translation. The matching is based on
the Levenshtein distance (Levenshtein, 1966), the number of insertions, dele-
tions and substitutions needed to transform the hypothesis into the reference.
WER (word error rate), is the Levenshtein distance normalized by the reference
length. PER is similar to WER, but does not take word order into account.
This amounts to comparing the two sentences as bags of words, computing the
difference between them, and normalizing by the reference length. One formu-
lation of PER is shown in Equation 3 where Tt is the system translation and
Tr is the reference sentence (Vogel et al., 2000). Since PER is an error-rate,
a lower score is better, and 0 means an identical translation to the reference
except for word order.

PER =
max(|Tt|, |Tr|)− |Tt ∩ Tr|

|Tr|
(3)
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ID Form Base Dep. Func. tag Syntax POS Morphology
1 Resumption resumption main:>0 @NH %NH N NOM SG
2 of of mod:>1 @<NOM-OF %N< PREP
3 the the attr:>4 @A> %>N DET
4 session session pcomp:>2 @<P %NH N NOM SG

Table 1: Result of Connexor machinese syntax parser

3 Machine learning

In this section I will first describe the data preparation, and the features used.
Then I will describe rule-induction learning, the machine learning framework,
used for the experimental study. Finally I will describe how I applied the rules
learnt in the learning step, to the data.

3.1 Data

The reordering rules were learnt for the English source side of the corpus. The
training corpus of the MT system was used also to train the reordering rules.
To create the data I started by tagging the English side using the commercial
tagger Connexor machinese syntax. Sample output from the tagger can be seen
in Table 1. From this I extracted limited information for each token, namely:

• Word: the surface form, keeping the case

• POS: the part-of-speech tag

• Dep: Dependency information, the dependency label, and the POS-tag
of the dependent

• Func: The functional tag

• Syntax: the surface syntax tag (Syntax in Table 1). For sequences of tags,
I also combined these tags into higher syntactic units:

– NP (noun phrase)

– PP (prep. + NP)

– VG (verb group: auxiliaries, main verbs, ”to” and negations)

– Conjunctions (X CC X → X)

The different levels of annotation for each word, allows the learner to learn
rules of different generalisation level, mixing the more general catgories, with
surface form, in each rule.

In identifying reorderings, I followed three principle outlined by Elming (2008a),
that the two sequences to be reordered should follow:

• Parallel consecutive: A sequence must be consecutive and align to a con-
secutive sequence. Neither of these sequences may link outside the other.
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Iteration Total Training
Swap NoSwap Swap NoSwap

1 861284 7469463 689200 5974222
2 811060 7284831 648527 5827045

Table 2: Training data for the first two iterations

• Maximal: They have to be the longest possible consecutive sequences
changing place.

• Adjacent: They have to appear next to each other on both source and
target side.

I then identified such sequences based on the Moses script that find phrases
based on a symmetrized word alignment. For each pair of adjacent English
sequences: E1 and E2, I classified them into two groups:

• Swap: if the left-most German alignment point of E2 is directly preceding
the rightmost alignment point of E1

• NoSwap: otherwise (i.e. if the two sequences are monotone or discontin-
uous, since I limit the scope of the study to adjacent phrases)

I then filter this set of phrase pairs to only keep the longest phrases at each
neighboring point, in order to satisfy the maximal constrain, and to keep the
training data reasonably small. At each iteration, each example were assigned
to the training set with a probability of 0.8. Table 2 shows the number of
examples of each type for the first two iterations. The training data is rather
skewed, with only around 10% of the examples being positive. I used this data
anyhow, but it might have been better to balance the training data.

I limit the sequences, E1 and E2, to a maximum of 10 characters. In addition
to the two sequences that might change place, I also store information about
one word before E1 and one word after E2. I use start- and end-of-sentence
markers as needed. In total 4 sequences are involved in every rule:

• LC: left context: the word before E1

• LS: left sequence: E1

• RS: right sequence: E2

• RC: right context: the word after E2

For each of these four sequences I store information for each of the five levels
described above, resulting in a total of 20 features, as exemplified in Table 3.
For rules where one of LS or RS are at least 3 words long, I also store a wild
card version of the example, where the middle word are replaced by an asterisk,
on all levels of annotations. An example of a training examples can be found
in Table 3.
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Type LC LS RS RC
Word able to refuse new tasks if
POS A INFMARK> V A N CS
Dep comp V pm V mod A attr N obj V pm V
Func PCOMPL-S INFMARK> -FMAINV A> OBJ CS
Syntax NH VG NP CS

Table 3: Example of a training example (Swap)

3.2 Rule induction learning

I have chosen to work with the rule-induction learner Ripper (Cohen, 1995).
The main reasons for this choice is that it produces rules, which could both
easily be applied by a different computer program, and be understood by a
human. Another advantage of Ripper is that it does not use all features in each
rules, for each rule it chooses a small number of the most appropriate feature.
Which hopefully should make it less sensitive to bad feature selection, since I
had no time for optimizing the features.

According to Daud and Corne (2008), the Ripper algorithm derives from a
lineage of other rule-induction algorithms, such as REP, Reduced Error Prun-
ing. REP has two phases: ”grow” and ”prune”. In the grow phase antecedents
are added to rules, in such a way that some improvement measure is maxi-
mized. In the prune phase antecedents are removed from rules, to maximize
(possibly another) performance measure. The datasets for growing and pruning
are separate. A development of REP: IREP, improved the strategy by building
one rule at the time, instead of all rules simultaneously. The Ripper algo-
rithm emerged from IREP, and contained further sophistications of heuristics
and stopping criteria. It also added a ruleset optimization component, which
use a minimum description length heuristic. The growing and pruning phases
have also been called ”overfit” and ”simplify”. Daud and Corne (2008) found
that Ripper stood out on a combined evaluation of readability and accuracy on
learning diagnosis for a number of medical-themed datasets.

There are a number of parameters in Ripper. I have chosen to optimize them
using paramsearch (van den Bosch, 2004), a parameter optimization toolkit
that uses wrapped progressive sampling, and works with a number of machine
learning algorithms, including Ripper. I modified the options in paramsearch
somewhat. A different optimization was carried out for the two iterations, with
slightly different results.

Some examples of the rules learnt by Ripper on the reordering task described
above is shown in Figure 1, where the numbers are the number of positives and
negatives fitting the rule. The rules are given for Swap, and if no rule fits, the
default is NoSwap. Relatively few features are used in each rule, and it was
quite common that not all of the four word sequences were used in the rules.

3.3 Rule induction results

I evaluated the rules learnt on the training set, on the test set. Unfortunately
there was a bug in the prediction script, that did not allow me to use predicates
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Swap 2103 781 IF LS POS = V, RC POS = PUNC, LC Syntax = NH,
RC Func = hard

Swap 1004 162 IF LS POS = V, LS Syntax = AUX, RS Func = -FMAINV,
LC Dep = subj V, RS Dep = obj V, LS Dep = v-ch V

Swap 3745 1172 IF LS POS = V, RS Syntax = NP, LC Func = +FAUXV
Swap 735 187 IF LS POS = V, LC Func = SUBJ, LS Syntax = AUX,

RC Syntax = EH, LS word = can
Swap 233 57 IF LS POS = V, LC Dep = subj V, LS Syntax = AUX,

RC Syntax = EH, LS Dep = v-ch V, RS Syntax = VA NP

Figure 1: Example of rules (from iteration 1)

with spaces in, which I used a lot, and which was fine in the training phase.
I fixed this manually for iteration 2, but had no time to fix it for iteration
1. The numbers might thus be somewhat wrong, but overall they reflect the
performance well, I believe.

On the test set for iteration 2 the precision for Swap was 54.55% and the
recall 7.94%. Especially the recall is very low, but it can be compared to the
recall of Elming (2008a) of around 15%, which is also low.

3.4 Rule application

The obvious way to apply the rules from Ripper, would be to create examples
such as those used at training for the texts that we want to apply the rules to:
the training and test text for PBSMT. There is a problem with this for the test
text, since the acquisition of the training data depended on word alignments,
which are not available for the test data. Also, it is the case that I needed to
apply the rules to the English training data, on which the rules were trained,
which would likely be a better fit than the test data. For these reasons I decided
to apply the rules in a different way.

The rules were applied to training data by first finding a matching left con-
text, than in turn a matching left sequence, right sequence, and right context.
Many of the rules, however, did not contain all these sequences, and in those
cases I allowed an arbitary sequence of words to match for that sequence, but
with a maximum length of seven words for LS and RS1 and one word for LC
and RC. However, this would lead to a very high number of matches for rules
with many missing sequences, so I only used rules with at least three of the
four sequences. Every rule was allowed to match several times in a sentence.

I also needed to find the best path among the reordered sentence. I achieved
this by creating a lattice of all reorderings for each sentence. I weighed each
edge in the lattice with the score of the rule for the first application point of
a rule, and by a small constant for all other edges. I used a small constant,
because I wanted to promote reorderings. This could be elaborated in some
way. The score for each Ripper rule, were probabilities of the rule estimated by
Maximum Likelihood Estimation, based on the number of matches of the rule,

1The limit 7 words here is lower than the 10 word limit that was used for training, but I
found that it was more useful, than 10 words in a small error analysis.

8



System lex dist mono
Base 19.92 20.15 19.32
ML1 19.77 19.76 19.40
ML2 19.46 20.13 19.59
Re1 19.71 19.99 19.76

Table 4: Bleu-4 scores

System lex dist mono
Base 53.58 53.99 53.88
ML1 53.13 53.24 53.08
ML2 53.49 53.92 53.26
Re1 53.52 53.66 52.94

Table 5: Bleu-1 scores

System lex dist mono
Base 26.87 26.87 26.25
ML1 26.49 26.71 26.39
ML2 26.02 26.99 26.30
Re1 26.29 26.80 26.49

Table 6: Meteor scores

System lex dist mono
Base 27.08 28.83 25.92
ML1 25.04 26.85 26.28
ML2 29.54 26.41 29.27
Re1 29.79 27.56 30.94

Table 7: PER scores

that is supplied by Ripper (see 1), as described by Elming (2008a). If several
rule applications resulted in the same swap, I choose to keep that path only
once, with the highest score assigned to it. The best path through the lattice
were found by normalizing the scores of the outgoing edges of each node, and
multiplying the normalized scores for each path taken.

4 Experiments

I performed two iterations of the iterative machine learning and word alignment
algorithm. After each iteration I trained a PBSMT system, which will be called
ML1 and ML2. ML1 is similar to most previous approaches to reordering,
since it is only based on one iteration of alignment and reordering. I also
trained a baseline without any reorderings. In addition I trained a system on
the hopefully improved, re-reordered word alignments from step 5, iteration 1,
called Re1. Re1 uses no reordering of the test data, which ML1 and ML2 do. I
investigated three different treatments of reordering in the decoder.

The results on the four metrics are reported in Tables 4–7. In each table,
the top 4 scores are marked with bold. The metrics do not point in the same
direction, so the results are a bit difficult to analyse. For the baseline system
it is best, or equally best, to use the distortion-based reordering model, on
all metrics except on PER, where monotone decoding is best. As could be
expected, monotone decoding is relatively higher on the two metrics that do
not take reordering into account, PER and Bleu-1.

The Re1 system, that only has improved alignment through reordering, no
reordering of the data, could be expected to have a similar pattern to the base-
line. That does not happen, however. For Re1, the distortion-based reordering
is best on all metrics, and the monotone decoding as bad on the metrics that do
not take reorderings into account. Also, Re1 does not improve on the baseline,
indicating that the alignment is not improved, compared to the baseline.

For the two systems with reordered corpus, ML1, and ML2, the reordering
models used at decoding time should be of less importance, since the two lan-
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guage side are more imilar there, with respect to reordering. All reorderings
are not captured by the rules, however, so there coud still be a need of allowing
some additional reorderings. However, much like the other systems, the overall
best performance is found with a distortion penalty.

Overall there are no system that consistently beat the baseline, but the ML2
dist combination is the only system that is on top 4 for all metrics. The overall
best decoder reordering model is the distortion penalty, which has among the
best scores for many systems on all metrics. Of the two other models, monotone
decoding, to no surprise, is generally doing better than lexicalised reordering
on metrics that do not take reordering into account.

Among the systems with monotone decoding, Re1 is best on the metrics that
take reordering into account, but by far worst on the metrics that doesn’t, while
the baseline has the opposite pattern. ML1 and ML2 strikes a compromise here,
with reasonable performance on all metrics, which indicates that the reorering
rules has some usage. Monotone decoding has the advantage over the other
systems that it is a lot faster.

5 Discussion

Iterative reordering and word alignment did not lead to any consistent improve-
ments, few system combinations were able to beat the baseline. A very shallow
analysis showed that the word alignments did not appear to be improved in
iteration 2, compared to iteration 1, which is also supported by the fact that
Re1, in general was worse than the baseline. The Ripper rules in iteration 2
were also fewer, and quite different from iteration 1. In general the rules in
iteration one tended to move verbs towards the end of the sentence to a high
degree, whereas most of the rule sin iteration 2 handled subject-verb inversion.
Further error analysis is needed before any strong conclusions can be drawn
from this.

Overall I still believe in the main strategy of iterating rule learning and
word alignment. This is supported by the fact that ML2 with distortion was
the overall best system. The learning strategy used might not have been the
most suitable, however, particularily considering the very low recall. The rule
learning step is not limited to the rule induction used in this study, but any
type of rule learning based on word alignments could be used. Many such
strategies have been described in the literature, and I plan to investigate some
other strategies in future work.

I also want to try to use lattices as input to the decoder, which has been
shown to be successful in previous work, e.g., Niehues and Kolss (2009). Lat-
tice decoding is implemented in the Moses toolkit, and my rule application
code produces lattices as an intermediary representation, so such an applica-
tion should be rather straight forward. In both this case, and for choosing the
best path, as I do now, I think it would be beneficial to modify the scoring of
non-swaps, to be better motivated.
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