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sarst@ida.liu.se

Abstract

There are two ways to express definiteness
in Danish, which makes it problematic for
statistical machine translation (SMT) from
English, since the wrong realisation can
be chosen. We present a part-of-speech-
based method for identifying and trans-
forming English definite NPs that would
likely be expressed in a different way
in Danish. The transformed English is
used for training a phrase-based SMT sys-
tem. This technique gives significant im-
provements of translation quality, of up
to 22.1% relative on Bleu, compared to
a baseline trained on original English, in
two different domains.

1 Introduction

A problematic issue for machine translation is
when a construction is expressed differently in
the source and target languages. In phrase-based
statistical machine translation (PBSMT, see e.g.
Koehn et al. (2003)), the translation unit is the
phrase, i.e., a sequence of words, which can be
contiguous or non-contiguous. Short range lan-
guage differences can be handled as part of bi-
phrases, pairs of source and target phrases, if they
have been seen in the training corpus. But struc-
tural differences cannot be generalized.

A construction that is different in Danish com-
pared to many other languages is the definite noun
phrase. In Danish there are two ways of express-
ing definiteness, either by a suffix on the noun or
by a definite article (1). In many other languages
definiteness is always expressed by the use of def-
inite articles, as in English where the is used.

(1) den
DEF

rette
right

anvendelse
use

af
of

fondene
funds-DEF

the proper use of the funds

This difference causes problems in translation,
with spurious definite articles or the wrong form
of nouns, as in (2), where an extra definite article
is inserted in Danish.

(2) det
it

skal
shall

integreres
integrate

i
in

*den
DEF

traktaten
treaty-DEF

it must be integrated in the treaty

In this paper we propose a method for identi-
fying English definite NPs that are likely to be
expressed by a definite suffix in Danish. These
phrases are then transformed to obtain Danish-like
English. The algorithm is based on part-of-speech
tags, and performed on English monolingual data.
The Danish-like English is used as training data
and input to a PBSMT system.

We evaluate this strategy on two corpora, Eu-
roparl (Koehn, 2005) and a small automotive
corpus, using Matrax (Simard et al., 2005), a
phrase-based decoder that can use non-contiguous
phrases, i.e. phrases with gaps. We investigate the
interplay between allowing gaps in phrases and us-
ing preprocessing for definiteness. We find that
using non-contiguous phrases in combination with
definiteness preprocessing gives the best results,
with relative improvements of up to 22.1% over
the baseline on the Bleu metric (Papineni et al.,
2002).

2 Definiteness in Danish

Definiteness in Danish can be expressed in two
ways, either by a suffix on the noun (-en/-et etc.),
or by a prenominal definite article (den/det/de).
The definite article is used when a noun has a pre-
modifier, such as an adjective (3) or a numeral (4).
In other cases, definiteness is expressed by a suffix
on the noun (5).

(3) det
DEF

mundtlige
oral

spørgsmål
question

the oral question



(4) de
DEF

71
71

lande
countries

the 71 countries

(5) kommissionen
commission-DEF

og
and

rådet
council-DEF

the commission and the council

The distribution of the type of definiteness
marking is fixed in standard Danish; the suffix can-
not be used with a pre-modifier, and the definite ar-
ticle cannot be used for bare nouns. Only one type
of definite marking can be used at the same time,
which is different to most of the other Scandina-
vian languages, where double definiteness occur.
There are, however, some subtleties involved. For
instance, Hankamer and Mikkelsen (2002) pointed
out that either type of definite marking can be used
for a bare noun post-modified by a relative clause,
rendering either a restrictive or non-restrictive in-
terpretation. This, however, will not be taken into
account further in this study.

3 Related Work

In a PBSMT system short range transformations
and reorderings can be captured in bi-phrases that
contain these phenomena. These include phenom-
ena such as adjective-noun inversion in English to
Italian translation (e.g., civil proceedings – pro-
cedura civile), which works well for phrases that
have been seen at training time. However, the sys-
tem cannot generalize this knowledge. For phrases
it has not already seen in the training corpus, it
has to rely on the language model to favour an id-
iomatic target sequence of words. The language
model, however, has no knowledge of the source
sentence.

There have been many suggestions of hierar-
chical models for statistical machine translation
that go beyond the power of PBSMT, and can
model syntactic differences. Syntax can be used
either on the source side (Liu et al., 2006), the tar-
get side (Yamada and Knight, 2002), or on both
sides (Zhang et al., 2007a). These models are all
parser-based, but it is also possible to induce for-
mal syntax automatically from parallel data (Chi-
ang, 2005). While several of these approaches
have shown significant improvements over phrase-
based models, their search procedures are more
complex, and some methods do not scale well to
large training corpora.

One way to address the issue of constructions
being realised in different ways, still in the frame-
work of PBSMT, is by preprocessing the training
data to make one of the languages similar to the
other, which has been applied for instance to Ger-
man phrasal verbs, compounds in Germanic lan-
guages, and word order in many languages.

Nießen and Ney (2000) described work where
they performed a number of transformations on
the German source side for translation into En-
glish. One of the transformations was to join sepa-
rated verb prefixes, such as fahre . . . los/losfahren
(to leave) to the verb, since these constructions are
usually translated with a single verb in English.

A construction that has received a lot of atten-
tion is the compound. Compounds are normally
written as one word without any word bound-
aries in Germanic languages, and as two words
in English and many other languages. A common
strategy is to split compounds into their compo-
nents prior to training and translation for German
(Nießen and Ney, 2000; Popović et al., 2006) and
Swedish (Stymne and Holmqvist, 2008), but also
the opposite, to merge English compounds, has
been investigated (Popović et al., 2006).

Preprocessing is a common way to address
word order differences for many language pairs.
A common strategy is to apply a set of transfor-
mations to the source language prior to training
and decoding. The transformations can be hand-
written rules targeting known syntactic differences
(Collins et al., 2005), or they can be learnt auto-
matically (Habash, 2007). In these studies the re-
ordering decision is taken deterministically on the
source side. This decision can be delayed to de-
coding time by presenting several reordering op-
tions to the decoder (Zhang et al., 2007b; Niehues
and Kolss, 2009). In one of the few studies on
SMT for Danish, Elming (2008) integrated auto-
matically learnt reordering rules into a PBSMT de-
coder. Reordering rules can be learnt using differ-
ent levels of linguistic annotation, such as part-of-
speech (Niehues and Kolss, 2009), chunks (Zhang
et al., 2007b) or parse trees (Habash, 2007).

While there has been a lot of work on prepro-
cessing for SMT, to the best of our knowledge,
there has not been much focus on definiteness. We
are only aware of one unpublished study that tar-
gets definiteness. Samuelsson (2006) investigated
if SMT between Swedish and German could be
improved by transforming raw German text so that



it became more similar to Swedish with regard to
definiteness.

4 Preprocessing of English

Our goal is to transform English definite NPs so
that they become similar in structure to Danish
NPs. When definiteness is realised with a definite
article in Danish, we want to preserve the English
source as it is, but when it is realised by a suffix,
we want to transform the English, by removing the
definite article as a separate token, and add it as a
suffix to the main noun. Example results of this
process is shown in (6–8).

(6) the
DET

commission
NOUN

commission#the

(7) the
DET

member
NOUN

states
NOUN

member states#the

(8) the
DET

old
ADJ

commission
NOUN

the old commission

The transformations are based on part-of-
speech tags, from an in-house Hidden Markov
model tagger, based on Cutting et al. (1992). On
the tagged output we identify definite NPs by
looking for the definite article the. If the is fol-
lowed by at least one noun, it normally corre-
sponds to a suffix construction in Danish, and
hence it is removed and a suffix is added to the
last consecutive noun, which can either be a single
noun (6), or the head of a compound noun (7). If
the is not directly followed by a noun, we assume
that it is followed by some modifier, in which case
definiteness is expressed by an article in Danish,
so no transformation is performed (8). In sum-
mary, we perform the following steps:
foreach E n g l i s h word / POS−t a g p a i r :

i f word == ’ t h e ’ :
i f n e x t POS−t a g == ’NOUN’ :

remove ’ t h e ’ , and add a s u f f i x
t o t h e l a s t c o n s e c u t i v e noun

The identification is performed monolingually
on the source side, assuming that English definite
NPs have the same distribution as Danish definite
NPs, which is not always the case. An alterna-
tive would have been to train a classifier based on
word alignments with Danish. Another alternative
would have been to identify NPs by using either a

chunker or a parser. However, the fact that the dis-
tribution rules in Danish are simple and general,
made us believe that simple part-of-speech-based
rules was good enough for this type of identifica-
tion, and could definitely show the feasibility of
the main approach.

A drawback of our transformations is that we
risk introducing data sparsity, by transforming En-
glish nouns into new tokens, marked for definite-
ness.

5 System Description

In all experiments we use the phrase-based de-
coder Matrax (Simard et al., 2005), developed at
Xerox. Matrax is based on a fairly standard log-
linear model:

Pr(t|s) =
1
Zs

exp

(
M∑

m=1

λmhm(t, s)

)
(9)

The posterior probability of a target sentence t
given a source sentence s is estimated by M fea-
ture functions hm, which are all assigned a weight
λm. Zs is a normalization constant. The following
feature functions are used:

• Two bi-phrase feature functions, i.e., the
probability of a sequence of source phrases
based on the corresponding sequence of tar-
get phrases, and reversed: Pr(t|s) and
Pr(s|t)

• Two compositional bi-phrase feature func-
tions, as above, but the probabilities are based
on individual word translations, not on full
phrases: Lex(t|s) and Lex(s|t)

• A 3-gram language model trained by the
SRILM toolkit (Stolcke, 2002) on the Danish
side of the parallel corpus

• A number of penalty feature functions:

– Word count
– Bi-phrase count
– Gap count
– Distortion penalty, measuring the

amount of reordering between bi-
phrases in the source and the target

The weights, λm, of the feature functions are
estimated against a development corpus by maxi-
mizing a smoothed NIST function using gradient-
based optimization techniques (Simard et al.,
2005).



Automotive Europarl
English Danish English Danish

Training: Sentences 168046 701157
Running words+punctuation 1718753 1553405 14710523 13884331

Vocabulary 16210 31072 67434 175764
Development: Sentences 1000 1000

Running words+punctuation 10100 9078 21502 20062
Vocabulary 1991 2183 3241 3857

Test: Sentences 1000 1000
Running words+punctuation 10128 9358 20396 18449

Vocabulary 2019 2300 4532 5116

Table 1: Corpus statistics

Matrax is original in that it allows non-
contiguous bi-phrases, such as jeopardise – bringe
. . . i fare (bring . . . into danger), where words in
the source, target, or both sides can be separated
by gaps that have to be filled by other phrases
at translation time. Most other phrase-based de-
coders can only handle phrases that are contigu-
ous. We also simulate a standard PBSMT decoder
with only contiguous phrases, by using Matrax
and filtering out all bi-phrases that contain gaps.

For the automotive corpus, we run a separate
module that replaces digits and units with place-
holders prior to training and translation. These
are replaced after translation by the corresponding
digits and units from the source. We also trans-
late content within brackets separately, in order
to avoid reordering that crosses brackets. These
modules are not used in the Europarl experiments.

6 Experiments

We perform experiments on two corpora. One is
a small corpus of automotive manuals, extracted
from a translation memory. The other is a part
of the larger and more diverse Europarl corpus
(Koehn, 2005) of transcribed European parliament
speeches. In the automotive corpus sentences
longer than 55 words were filtered out, and in Eu-
roparl, sentences longer than 40 words. Table 1
gives details of the two corpora. Besides being
larger, Europarl is also more complex, with longer
sentences, and more diverse vocabulary, and can
be expected to be a harder corpus for machine
translation.

For both corpora we perform translation from
English to Danish, applying definiteness pre-
processing for English (DP). We compare this
to a baseline without definiteness preprocessing
(Base). We also investigate how definite prepro-
cessing interplay with PBSMT systems with and
without gaps in the bi-phrases (+/−Gaps). In the

Bleu NIST

+Gaps Base 70.91 8.8816
DP 76.35 9.3629

−Gaps Base 73.86 9.1510
DP 73.74 9.1504

Table 2: Translation results on the automotive cor-
pus

condition where gaps are allowed, we allow up to
four gaps per bi-phrase.

Results are reported using two automatic met-
rics, Bleu (Papineni et al., 2002) and NIST (Dod-
dington, 2002), calculated on lower-cased data.
Statistical significance testing is performed using
approximate randomization (Riezler and Maxwell,
2005), with p < 0.01.

6.1 Results
Table 2 shows the results for the automotive cor-
pus. Generally the scores are very high, showing
that it is an easy corpus to translate. When we use
gaps, the definite preprocessing gives a relative in-
crease of 7.7% on Bleu. When no gaps are used,
the definite preprocessing does not make a signif-
icant difference to the scores. Both systems with-
out gaps are significantly better than the baseline
with gaps, but significantly worse than the combi-
nation of gaps and definiteness preprocessing.

Table 3 shows the results for Europarl. Here we
have an even larger relative improvement on Bleu,
of 22.1%, when adding definiteness preprocessing
with gaps. In this case the definite preprocessing
also gives a significant improvement, of 14.0%,
when used without gaps. Again we see an im-
provement for the baseline without gaps over that
with gaps, whereas there is no significant differ-
ence with definite preprocessing with and without
gaps.



Source The majority of the women will be travelling to a conference of members of parliament in Berlin.
Reference Hovedparten af kvinderne skal af sted til en konference for parlamentsmedlemmer i Berlin.
DP+Gaps Flertallet af kvinderne bliver rejser til en konference af medlemmer af parlamentet i Berlin.
DP−Gaps Flertallet af kvinderne vil være rejser til en konference af medlemmer af parlamentet i Berlin.
Base+Gaps Størstedelen af de kvinder bliver til en konference for parlamentsmedlemmer rejser i Berlin.
Base−Gaps Størstedelen af de kvinder bliver rejse til parlamentsmedlemmerne i en konference i Berlin.

Figure 1: Example translations

Bleu NIST

+Gaps Base 19.01 5.6373
DP 23.22 6.1009

−Gaps Base 20.40 5.8613
DP 23.26 6.0308

Table 3: Translation results on Europarl

The overall scores are much lower for Europarl,
as can be expected on the basis of the corpus char-
acteristics, despite the larger amount of training
data. The definiteness preprocessing is, however,
useful on both corpora, particularly in combina-
tion with gaps.

The definiteness preprocessing increases the
English vocabulary, by introducing new noun to-
kens, marked for definiteness. This does not seem
to be a serious problem, however, since in the Eu-
roparl test set there were only seven such tokens
that are unknown for the systems with definiteness
preprocessing, of which three were also unknown
in the baseline systems. In the automotive test set
the problem was even smaller, with two and three
such unknown tokens with and without gaps.

Figure 1 shows the translations produced by the
different systems for a Europarl sentence. With
regard to definiteness, the systems with definite-
ness preprocessing perform better, producing kvin-
derne (the women) with a suffix instead of a defi-
nite article. There are also different word choices,
for instance for the first phrase, the majority, for
which all options are acceptable. Another differ-
ence is that members of parliament is produced as
the desired compound in the baseline systems, but
as a complex noun phrase with definiteness pre-
processing. All systems fail to produce a good
translation of will be travelling, but the baseline
system with gaps also misplaces the main verb re-
jser (travels), towards the end of the sentence.

As we can see in Figure 1, and in many other
sentences, the definiteness construction is im-
proved by the use of preprocessing. But the pre-
processing also leads to other changes in transla-

tions, which are both positive and negative, such
as different word choice and word order. We be-
lieve it would be useful to investigate such changes
further by a thorough error analysis.

7 Conclusion and Future Work

By targeting one single construction with sim-
ple preprocessing, we can achieve significant
improvements in translation quality, which was
shown on two very different corpora, with re-
spect to size, sentence length, and diversity. This
suggests that language pair specific identification
and transformation of constructions that differ be-
tween languages is a useful way to improve the
quality of phrase-based statistical machine trans-
lation.

In our current system, we make a discrimina-
tive choice of which definite construction to use in
the transformed English that will not always be the
best choice. A way to handle this is by using lat-
tice input to the decoder, which delays the choice
of which construction to use. Yet another possibil-
ity would be to integrate the transformation rules
into the decoder, in a similar manner to the re-
ordering rules used by Elming (2008). It would
also be interesting to combine definiteness prepro-
cessing with other ways to harmonize languages,
such as reordering and compound splitting.

The fact that definiteness can be expressed by
a suffix holds true also for the other Scandinavian
languages. However, the distribution is somewhat
different, with phenomena such as double definite-
ness in some languages. With a few modifications
to the identification and transformation rules for
English, we believe that the same method is likely
to be useful also for translation into other Scan-
dinavian languages. The source language does not
need to be constrained to English, but could be any
language where definiteness is expressed by defi-
nite articles.
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